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Preface

This volume of the Lecture Notes in Computer Science series contains the pro-
ceedings of the second Working Conference on Component Deployment, which
took place May 20–21, 2004, at the e-Science Institute in Edinburgh, Scotland,
as a collocated event of the International Conference on Software Engineering.

Component deployment addresses what needs to be done after a component
has been developed. Component deployment includes activities such as compo-
nent customization, configuration, integration, activation, de-activation and de-
commissioning. The emerging research community that investigates component
deployment concerns itself with the principles, methods and tools for deployment
activities. The community held its first working conference in Berlin, Germany,
in June 2002. The proceedings were published by Springer-Verlag as volume 2370
of the Lecture Notes in Computer Science series.

The program of this year’s conference consisted of an invited talk and 16
technical paper presentations. The invited talk was given by Patrick Goldsack
of Hewlett Packard Research Laboratories Bristol, UK. He presented the Smart-
Frog component deployment framework that HP released as Open Source. The
technical papers were carefully selected from a total of 34 submitted papers. Each
paper was thoroughly peer reviewed by at least three members of the program
committee and consensus on acceptance was achieved by means of an electronic
PC meeting.

The conference and these proceedings would not have been possible with-
out the help of a large number of people. Anthony Finkelstein, in his role as
General Chair of ICSE, simplified our task considerably by arranging our use
of the CyberChair electronic submission and reviewing service, as well as han-
dling publicity and registration. We are indebted to ACM SIGSOFT and the
UK e-Science Programme for generously providing support for the conference,
and to Malcolm Atkinson and Dave Berry at the e-Science Institute for hosting
CD 2004. Particular thanks go to Gill Mandy for handling the local arrange-
ments. Richard van der Stadt of Borbala was always available and responded
incredibly quickly whenever we needed him and, as a result, he eased the paper
submission and review process considerably. Finally, we thank the members of
the program committee for their hard work and careful reviews.

March 2004 Wolfgang Emmerich and Alexander L. Wolf
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Abstract. This paper presents an approach to describe, deploy and
manage component-based applications having dynamic functional and
non-functional requirements. The approach is centered on architectural
descriptions and associated high-level contracts. The latter allow the non-
functional requirements to be described separately at design time, and
during the running time are used to guide architecture customizations
required to enforce these requirements. This helps to achieve separation
of concerns, facilitating the reuse of modules that implement the ap-
plication in other systems. The infrastructure required to manage the
contracts follows an architectural pattern, which can be directly mapped
to specific components included in a supporting reflective middleware.
This feature allows designers to write a contract and to follow a stan-
dard recipe to insert the extra code required to its enforcement in the
supporting middleware.

1 Introduction

The current software development technology offers a rich diversity of options
to specify the interfaces and write the functional code of program components.
Once built and made available, these components can be used to compose dif-
ferent applications, having specific non-functional requirements, that should be
deployed in diverse operating environments. However, the specification of non-
functional requirements and the implementation of the corresponding manage-
ment strategies are, generally, embedded in the code of the components in an
ad-hoc manner, mixed with the applications specific code. This lack of mod-
ularity makes component reuse difficult, also making difficult verification and
debugging tasks. In this context, there is a growing interest for handling non-
functional aspects in a specific abstraction level [2, 5, 11]. This approach would
allow to single out the resources to be used and the specific mechanisms that

W. Emmerich and A.L. Wolf (Eds.): CD 2004, LNCS 3083, pp. 18–34, 2004.
c© Springer-Verlag Berlin Heidelberg 2004



Customizing Component-Based Architectures by Contract 19

will be required to support the non-functional aspects, and, if possible, turn
automatic the configuration and management of those resources.

Besides requirements normally associated to communication system level per-
formance, non-functional (sometimes called QoS) requirements (or aspects) in-
clude characteristics such as availability, reliability, security, real-time, persis-
tency, coordination and debugging support. Such kind of aspect can be handled
by reusable services provided by middleware infrastructures or native systems
support. This approach makes feasible to design a software system based on its
architectural description, which includes the functional components, the interac-
tions among those components and also the non-functional requirements, which
depend on the properties of the supporting infrastructure. To this end, it has to
be provided a means to specify those requirements in the context of the applica-
tions architecture description and, also, there is to be available an environment
that allows to deploy those requirements over the system resources even during
running time.

Among the available techniques to specify non-functional constraints, we
highlight the concept of contract [7]. A contract establishes a formal relation-
ship between two or more parts that use or provide resources, where rights,
obligations and negotiation rules over the used resources are expressed. For in-
stance, a parallel computing application can have a contract defining rules to
replicate processing resources, in order to guarantee a maximum execution time
constraint.

In the previous context, this work presents the CR-RIO framework (Con-
tractual Reflective - Reconfigurable Interconnectable Objects) [5, 1] conceived to
specify and support non-functional contracts, associated to the architectural de-
scription of an application. The approach helps to achieve separation of concerns
[10] facilitating the reuse of components that implement the functional computa-
tion in other application systems, and allows the non-functional requirements to
be handled separately during the system design process. The framework includes
a contract description language, which allows the definition of a specialized view
of a given software architecture. The supporting infrastructure required to im-
pose the contracts during running time follows an architectural pattern that can
be implemented by a standard set of components included in a middleware. The
results of our investigation point out that the code generation of these compo-
nents can be automated, unless of some explicit parts of code related to specific
contract and resources classes.

In the rest of this paper, we initially describe the key elements of the frame-
work including the architecture description language with support to contracts.
Next, we present the supporting infrastructure and demonstrate the validity of
the framework through an example. Complementing the article we present some
related proposals and provide some conclusions.
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2 Basic Framework

The CR-RIO framework integrates the software architecture paradigm, which
is centered in an architecture description language (ADL), with concepts such
as reflection and dynamic adaptation capability [10], which are generally pro-
vided in an isolated fashion in middleware proposals described in the literature.
This integration facilitates the achievement of separation of concerns, software
component reuse and dynamic adaptation capability of applications. CR-RIO
includes the following elements (see Figure 1):

a) CBabel, an ADL used to describe the functional components of the appli-
cation and the interconnection topology of those components. CBabel also caters
for the description of non-functional aspects, such as coordination, distribution
and different types of QoS requirements. A CBabel specification corresponds to
a meta-description of an application that is available in a repository and is used
to deploy the architecture in a given operating environment; these descriptions
can be submitted to formal verification procedures [3].

b) An architecture-oriented component model, that allows programming the
software configuration of the application; (i) Modules (or components), which
encapsulate the application’s functional aspects; (ii) Connectors, used in the ar-
chitecture level to define relationships between modules; in the operation level
connectors mediate the interaction between modules; and (iii) Ports, which iden-
tify access points through which modules and connectors provide or require
services. This component model can be mapped to available implementation
technologies; in our experiments components were mapped to Java and CORBA
objects.

c) A simple software design methodology that stimulates the designer to
follow a simple meta-level programming discipline, where functional aspects are
concentrated in modules (base level) and non-functional aspects are encapsulated
in connectors (meta-level). It is worth to point out that some QoS requirements
can be directly mapped into connectors, which are equivalent to meta-level com-
ponents, and can be configured in an applications architecture.

d) The Configurator, a reflective element that provides services to instantiate,
execute and manage applications with distributed configurations. The Config-
urator provides two APIs: configuration and architectural reflection, through
which these services are used, and a persistent architecture description reposi-
tory, where the two APIs reflect their operations. A specialized module can con-
sult the architecture’s description repository and decide to make adaptations,
for instance, in face of changes in the QoS support level.

To specify non-functional aspects CBabel employs the concept of architec-
tural contract. In our approach, an architectural contract is a description where
two parts express their non-functional requirements, through services and pa-
rameters, negotiation rules and adaptation policies for different contexts. The
CR-RIO framework provides the required infrastructure to impose and manage
the contracts during running time. Regarding QoS aspects we propose an archi-
tectural pattern that simplifies the design and coding of the components of the
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supporting infrastructure, consistently establishing the relationship between the
Configurator and the QoS contract supporting entities.

Resource allocation 
and monitoring

Service
negotiationConfiguration and 

Reflection API

Component
instantiation

Configuration
Management

Contract
Management

Architecture
Repository

Architecture
Description

QoS 
Contracts 

Handling of functional 
requirements 

Handling of non-functional 
requirements

Configuration support 
mechanisms

Support Environment (OS, Middleware,...)

CBabel ADL

Component
binding

Resource 
management

Fig. 1. The CR-RIO framework

3 The QoS Contract Language

In our proposal a functional service of an application is considered a specialized
activity, defined by a set of architectural components and theirs interconnection
topologies; with requirements that generally do not admit negotiation [2]. Non-
functional services are defined by restrictions to specific non-functional activities
of an application, and can admit some negotiation including the used resources.
A contract regulating non-function aspects can describe, at design time, the use
of shared resources the application will make and acceptable variations regarding
the availability of these resources. The contract will be imposed at run-time by
an infrastructure composed by a set of components that implement the semantics
of the contract. Our proposal incorporates concepts from the QML (QoS Markup
Language) [7], which were reformulated for the context of software architecture
descriptions [5]. A QoS contract includes the following elements:

a) QoS Categories are related to specific non-functional aspects and described
separately from the functional components. For example, if processing and com-
munication performance characteristics are critical to an application, associated
QoS categories, Processing and Transport, could be described as in Figure 2.

The Processing category (lines 1-7) represents processor and memory re-
sources where the cpuUse property is the used percentage of the total CPU
time (low values are preferred - decreasing), the cpuSlice property represents
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01 QoScategory Processing {

02 cpuUse: decreasing numeric %;

03 cpuSlice: increasing numeric %;

04 priority: increasing numeric;

05 memAvaliable: increasing numeric Mbytes;

06 memReq: increasing numeric Mbytes;

07 }

08 QoScategory Transport {

09 delay: decreasing numeric ms;

10 bandwidth: increasing numeric Mbps;

11 slidingWindowSize: increasing numeric;

12 MSS: increasing numeric;

13 }

Fig. 2. The CR-RIO framework

the time slice to be reserved / available to a given process (high values are pre-
ferred - increasing), priority represents a priority for its utilization, memAvaliable
and memReq represent, respectively the available memory in the node and the
memory (to be) requested for a process. The Transport category (lines 8-13)
represents the information associated to transport resources used by clients and
servers. The bandwidth property represents the available/required bandwidth for
network connections and the delay property represents the transmission delay of
one bit between two peer components. The use of those categories, and of the
other elements of the language to be described next, is presented in Section 4.

b) A QoS profile quantifies the properties of a QoS Category. This quantifica-
tion restricts each property according to its description, working as an instance
of acceptable values for a given QoS Category. A component, or a part of an
architecture, can define QoS profiles in order to constrain its operational context.

c) A set of services can be defined in a contract. In a service, QoS constraints
that have to be applied in the architectural level are described, and can be asso-
ciated to either (i) the applications components or (ii) the interaction mechanism
used by these components. In that way, a service is differentiated from others
by the desired / tolerated QoS levels required by the application, in a given
operational context. A QoS constraint can be defined by associating a specific
value of a property to an architecture declaration or associating a QoS profile to
that declaration.

d) A negotiation clause describes a negotiation policy and acceptable opera-
tional contexts for the services described in a contract. As a default policy, the
clause establishes a preferred order for the utilization of the services. Initially
the preferable service is used. According to the described in the clause, when
a preferable service cannot be maintained anymore, the QoS supporting infras-
tructure tries to deploy a service less preferable, following the described order.
The supporting infrastructure can deploy a more preferable service again if the
necessary resources are again available.
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3.1 Support Architecture

CR-RIO supporting middleware follows an architectural pattern composed by
a set of components, namely: one Global Contract Manager (GCM), and Local
Contract Managers (LCMs), Contractors and QoS Agents (see Figure 9). The
conceptual basis for this pattern is described in [5]; a more pragmatic view is pre-
sented in [1]. Here we present a brief description of CR-RIO middleware compo-
nents. This middleware uses CBabel described architectures and QoS contracts,
which are available as meta-level information, to instantiate an application and
to manage its associated contract.

The GCM represents the main authority; it can fully interpret and manage
contract descriptions and knows their service negotiation state machine. When a
negotiation is initiated the GCM identifies which service will be negotiated first
and sends the related configuration descriptions, to each participating node, and
the associated QoS profiles to the LCM. Each LCM is responsible for interpreting
the local configuration and activating a Contractor to perform actions such as
resource reservation and method requests monitoring.

If the GCM receives a positive confirmation from all LCM involved, the
service being negotiated can be attended and the application can be instantiated
with the required quality. If not, a new negotiation is attempted in order to
deploy the next possible service. If all services in the negotiation clause are
tried with no success, an out-of-service state is reached and a contract violation
message is issued to the application level. The GCM can also initiate a new
negotiation when it receives a notification informing that a preferred service
became available again.

For each particular contract, a specific Contractor instance is created. It has
several responsibilities: (a) to translate the properties defined by the QoS profiles
into services of the support system and convey the request of those services (with
adequate parameters) to the QoS Agents; (b) when required, to map each defined
interaction scheme (link) into a connector able to match the required QoS for
the actual interaction, and (c) to receive out-of-spec notifications from the QoS
Agents. The information contained in a notification is compared against the
profile and, in some cases, the Contractor can try to make (local) adjustments
to the resource that provides the service. For instance, the priority of a streamer
could be raised in order to maintain a given frame generation rate. In a case
where this is not possible an out-of-profile notification is sent to the LCM.

QoS Agents encapsulate the access to system level mechanisms, providing
adequate interfaces to perform resource requests, initialize local system services
and monitor the actual values of the required properties. According to the thresh-
olds to be monitored, registered by the Contractor, a QoS Agent can issue an
out-of-spec notification indicating that a resource is not available or does not
meet the specification defined in the profile.
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4 Example

During our research we developed some prototype examples to evaluate and
refine the framework. A virtual terminal in a mobile machine was used to evaluate
security and communication aspects in the context of a mobile network [6].
In [1] we presented a video on demand application, an application with fault
tolerance requirements, and the application with timing requirements, which
will be detailed in the next subsections.

4.1 Data Acquisition-Processing Application

Let us consider a data acquisition system, which periodically receives data and
image coming in batches from one or more sensors. The received image and data
have to be processed and filtered before being stored in a data base. This basic
architecture can be used in different application contexts and run on different
support environments. For example, a simple application, with a single data
source, can run on a single processor, provided that enough processing power
is available to execute the required pre-processing activities within the required
time interval for data acquisition. A complex application, where data comes from
many geographically-distributed sensors, as well as where more complex and time
consuming processing and filtering activities are performed, will require more
processing power in order to meet the timing restrictions. Yet, a more complex
application could have its processing requirements changing considerably along
its running time; e.g., because an increase in the amount of input data triggered
by the occurrence of an external event.

In such changing scenario, it is desirable to provide concepts and mecha-
nisms to allow the basic architecture to be gracefully adapted in order to cater
for the requirements of each different application context. For example, for the
simple application a CPU reservation scheme would be enough to guarantee the
processing power required for the application. For the complex application, as-
suming that it is parallelizable, a solution would be to distribute the execution,
for example using a master-worker architecture. Such parallel architecture could
be deployed on a grid of processors provided that some operational requirements
are met in order to not hinder the application’s performance; e. g., the allocated
nodes should have enough resources and their message transport time to the
master should be lower than a given limit. Moreover, considering that the pro-
cessing requirements can increase or decrease along the application running time,
the number of parallel workers can be dynamically configured. Thus, when the
processing demand increases, the number of parallel workers could be increased
in order to reduce each one individual computation time, aiming to achieve an
overall speed-up. Accordingly, the number of workers can be reduced in order to
free system resources when the processing demands decreases.

We highlight that components of our architectural contract support frame-
work can encapsulate the access to different available resource management ser-
vices, in order to obtain the information required to enforce the architectural
adaptations. In a related work we used the contract approach to express and
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implement contracts related to multimedia distributed applications based on
services provided by the OpenH323 framework [12]. For the architectural con-
tracts presented in this paper we consider parameters such as CPU reservation /
monitoring, CPU availability, network bandwidth, and resource discovery that
can be provided by available platforms such as the WNS framework [14].

In the example presented in this section we demonstrate how our approach
using software architecture and contract concepts can be used to: (a) describe
the applications components and respective topology configuration; (b) describe
the policies on resource usage required to comply with the processing constraints
imposed by the application and (c) effectively deploy the application with the
support of middleware components included in the framework.

4.2 Basic Configuration

The basic configuration of the application is depicted in Figure 3. A client module
collects the data from the sensors and sends them to the server for pre-processing.
As soon as the pre-processing procedure is finished the server signals the client,
which then can send a new data sample to be processed. The interaction be-
tween the client and the server (or servers) modules is explicitly mediated by a
connector that will help to implement the application contract.

c-sprocDataSet procDataSet

Client Server

Fig. 3. Data Acquisition-Processing Application

Figure 4 presents the CBabel description of the applications architecture,
composed by a client (client - line 3), a server (server - line 4), and their connec-
tion topology; interaction is performed through the clients procDataSet out port
and the servers procDataSet in port (line 6). Note that this interconnection could
be statically defined using a specific connector to mediate the client-server in-
teraction, encapsulating the required communication or interaction mechanism.
However, as the non-functional requirements include communication, processing
and replication aspects, the use of connectors in the architecture will be de-
fined separately in a contract or automatically selected by the contract support
middleware.

In an initial context we assume that the client and server components are
deployed in the same node, and that the client execution requirements are easily
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01 module Client_Server {

02 port procDataSet;

03 module Client {out port procDataSet;} client;

04 module Server {in port procDataSet;} server;

05 instantiate client, server;

06 link client.procDataSet to server.procDataSet;

07 } capture_images;

08 start capture_images;

Fig. 4. CBabel description of the applications architecture

met. In this case, to attend the applications requirements, processing and storage
resources have just to be reserved for the server module. The QoS contract
regarding such requirement is described in Figure 5. The prioProc service (lines
14-16) states that the instantiation of the server module at the host1 node is
associated to the ProcMem processing QoS profile (lines 19-22). In that case, the
server module instantiation is conditioned to the availability of enough storage
capability (at least 200 Mbytes) and of a processing slice of at least 0.25 (25

The Contractor is responsible for translating the requirements regarding
the storage and processing resources described in the contract (in this case,
Processing.cpuSlice >= 0.25; Processing.memReq >= 200;), into param-
eters that can be passed to the Processing QoS Agent.

13 contract {

14 service {

15 instantiate server at host1 with profile ProcMem;

16 } prioProc;

17 negotiation {prioProc -> out-of-service;};

18 } oneServer;

19 profile {

20 Processing.cpuSlice >= 0.25;

21 Processing.memReq >= 200;

22 } ProcMem;

Fig. 5. oneServer contract description

In this first context, the requirements are static and if the Global Con-
tract Manager receives a service violation notification, an out-of-service state
is reached and no other service is attempted according the associated QoS con-
tract (line 17). Thus, the application cannot execute given the lack of resources.
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4.3 Second Configuration - Distributed Parallel Workers

In a second context the servers are replicated though a master-worker archi-
tecture in order to distribute the processing load, based on a slightly modified
Master-Slave design pattern [4]. To this end a Replication QoS category (Figure
6) is introduced. When this category is used, a special connector is selected to
provide the services related to group communication and maintenance, according
to the value of the groupComm property (line 20). The numberOfReplicas and
maxReplicas properties (lines 17-18) describe respectively the number of replicas
to be deployed and the maximum number of replicas allowed. This last property
can be used with replicaMaint (line 19) in the case of a contract that will handle
dynamically creation of replicas. The distribPolicy property (line 21) indicates a
policy to be adopted for the distribution of replicas (in this case, driven by the
best memory, CPU or transport operating status, or an optimization of these
parameters).

16 QoScategory Replication {

17 numberOfReplicas: increasing numeric;

18 maxReplicas: numeric;

19 replicaMaint: enum (add, remove, maintain);

20 groupComm: enum (p2p, multicast, broadcast);

21 distribPolicy: enum (bestMem, bestCpu, bestTransp, optim);

22 }

Fig. 6. Replication QoS category

Again, the preprocessing performed in each server should be concluded be-
fore a new data-set is produced by the client. Here, the communication system
transport time becomes a relevant performance parameter. As the data-set has
to be sampled at a given rate, the deadline within which the server task has to
be performed is known beforehand. So, in a distributed environment, where the
communication with the server adds to the total preprocessing execution time,
the overall deadline should include this parameter. Thus, in order to express this
fact, we consider in the contract a message transport time parameter (line 29,
fig.7); the latter aggregated with the previous processor reservation parameter
will provide a trustful means to impose the application timing requirement at
run time. The corresponding contract is represented in Figure 7.

According to the repProc contract each replica will only be instantiated if the
ProcMem and Preplic profiles properties are satisfied. The number of replicas
and the distribution policy described in the Preplic profile (lines 24-27) are
controlled by the GCM. A number of five replicas were selected (line 25) and
the distribution policy will try to optimize resources (line 26). Additionally, it
can be observed that replicating the server module in different processing nodes
implies in creating instances of this module. This task is also initiated by the
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13 contract {

14 service {

15 instantiate server with profile ProcMem, Preplic;

16 link client to server with profile Pcom;

17 } repProc;

18 negotiation {repProc -> out-of-service;};

19 } repServer;

20 profile {

21 Processing.cpuSlice >= 0.25;

22 Processing.memReq >= 200;

23 } ProcMem;

24 profile {

25 Replication.numOfReplicas = 5;

26 Replication.distribPolicy = optim;

27 } Preplic;

28 profile {

29 Transport.delay < 5;

30 Replication.groupComm = multicast;

31 } Pcom;

Fig. 7. QoS contract for the replication configuration

GCM as soon as it establishes the service, delegating the actual configuration of
the instances to the Configurator. In this case, the GCM forwards a list of nodes
were the replicated modules have to be created and the Configurator executes
an instantiation batch such as:

instantiate Server as repl1 at node1;
link client.procDataSet to repl1.procDataSet by groupCon;
instantiate Server as repl2 at node2;
link client.procDataSet to repl2.procDataSet by groupCon;
...

The execution of this batch connects the client module to each replica of
the server (repl1, repl2, ) by a connector composition (groupCon) that provides
the group communication mechanisms (multicast, in this case - line 30). The
Configurator dynamically manages the naming of the replicas and makes this
information consistent for the GCM. For all the established client-replica inter-
connection this connector is used to provide the client-server interaction style
and the group communication. This configuration is robust but still static. If any
of the processing or transport properties of any replica is out of specification the
respective LCM is notified by the QoS Agent, which forwards this notification
to the GCM. As no other service is provided in the contract, the application is
terminated.
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4.4 Third Configuration - Dynamic Processing Requirements

Finally, in a third context, it is assumed that the processing requirements change
dynamically, either increasing or decreasing. Thus, we add to the contract spec-
ification three new profiles (maintReplica, addReplica, removeReplica) which
indirectly capture this behavior, allowing to optimize the number of processors
processing the application, and also cater for the processing time deadline. These
profiles include upper and lower bounds to the execution time, which are used to
control the number of worker replicas. The final contract is presented in Figure 8.

In the dynRepServer contract three services are described. The Smaint service
(lines 14-17) is the preferred one, where the execution time meets the applica-
tion requirements and no replicas need to be created (profile maintReplica -
lines 38-41). If the execution time (execution_time property was added to the
Processing category) is greater than the upper bound, the Smaint service is dis-
continued and the Sadd service (lines 18-21) is tried. In this case, the addReplica
profile is imposed and one or more replicas are created (line 43), but the num-
ber of replicas is limited by the Pmax profile Replication.maxReplica = 10
property. If this limit is reached no more replicas can be created and the service
cannot be provided. On the other way, if the execution time gets bellow the
lower bound, the Sremove service (lines 22-24) is deployed in order to release
resources, removing one or more replicas. The calculation of the actual number
of replicas to be added or removed can be performed by the GCM using some
heuristic based on the information regarded to resource availability collected
from the LCMs.

According to the negotiation clause, where the switching modes for the ser-
vices are described, when the Sadd or Sremove services are effective they are
renegotiated while the measured execution time is out of the required range (i.e,
< 500 or > 600). When this value fits again in the preferred range, the estab-
lishment of the Smaint service is again negotiated. Similarly, if any property of
the involved profiles is invalidated during operation, a new negotiation can be
initiated. In the worst case, when the Sadd (or Smaint) service is selected, and no
configuration of replicas can fulfill the contract profiles, an out-of-service state
is reached and the application is terminated. In the next section we discuss how
the described configurations could be deployed using our framework.

4.5 Implementation Details

Each participant node (Figure 9) has instances of the LCM, of the specific Con-
tractor for the application and of the QoS Agents associated to the resources to
be controlled in each specific platform. The groupCon connector only takes part
of the configuration when the replication services are deployed. As the first step,
the GCM retrieves the applications contract (for the explanation, we consider
the third configuration only) and creates instances of the LCM in the nodes
where the application components are to be instantiated. Next, it selects the
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13 contract {

14 service {

15 instantiate server with profile maintReplica, ProcMem;

16 link client to server with profile Pcom;

17 } Smaint; // basically the same service as repProc

18 service {

19 instantiate server with profile addReplica, ProcMem, Pmax;

20 link client to server with profile Pcom;

21 } Sadd;

22 service {

23 remove server with profile removeReplica;

24 } Sremove;

25

26 negotiation {

27 Smaint -> ((Sremove -> Sremove) || (Sadd -> Sadd));

28 Sremove -> Smaint;

29 Sadd -> Smaint;

30 Sadd -> out-of-service;

31 Smaint -> out-of-service;

32 };

33 } dynRepServer;

34

35 profile {

36 Replication.maxReplica = 10;

37 } Pmax;

38 profile {

39 Replication.Maint = maint;

40 Processing.execution_time >= 500 ms <= 600 ms;

41 } maintReplica;

42 profile {

43 Replication.Maint = add;

44 Processing.execution_time > 600 ms;

45 } addReplica;

46 profile {

47 Replication.Maint = remove;

48 Processing.execution_time < 500 ms;

49 } removeReplica;

Fig. 8. QoS contract for the dynamic replication configuration

preferred service (Smaint) to be used and initializes a negotiation activity, send-
ing to the LCMs the information related to this service, including the associated
QoS profiles (ProcMem, Pcom and maintReplica). Each LCM instantiates (a)
the QoS Agents that provide the interfaces (management and event generation)
to the resources used by the service, and (b) the application specific Contractor,
that will interpret the service information and will interact with the QoS Agents
to impose the desired properties.
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In the server node, the LCM identifies the processing resources that have to
be managed (instantiate that creates an instance of the server - QoS contract,
line 15). Also, based on the link primitive that interconnects the client mod-
ule to the server module (QoS contract, line 16), the LCM in the clients node
identifies the need of a group communication connector and makes the necessary
arrangements to manage the transport resources. When the LCM instantiates
a Contractor it also sends to it the profiles that have to be attended. In the
sequence, the Contractor interacts with the QoS Agents to request resources
and to receive relevant events regarding the status of the resources. In this ex-
ample, the Processing QoS Agent associated to a server node is responsible for
reserving and monitoring the CPU time slice (cpuSlice) and memory (memReq)
for the server module. Also, observe that in addition to monitor the communi-
cation delay the client-server communication channel could optionally use some
kind of resource reservation (e.g., the RSVP protocol) put in effect through the
Transport QoS Agent. After the initial phase, if the required QoS profiles were
imposed, a Contractor notifies the success to its associated LCM that, by its
turn, forwards a corresponding notification to the GCM. If all involved LCMs
did return a positive confirmation, the GCM concludes that the negotiation was
successful and that the Smaint service can be established.

In steady state, if a significant change in the monitored values is detected,
the QoS Agents notifies the registered Contractors. If the reported values do not
violate the active QoS profiles, nothing has to be done. If there is a violation, the
Contractor can try to locally readapt the resource in order to keep the service;
for instance, passing new parameters to the QoS Agent. If it is not possible to
readapt, the Contractor sends an out-of-profile notification to the LCM and, in
the sequence, another service can be negotiated.

To exemplify an operation, lets suppose that while the Smaint service is
operational the Processing QoS Agent in the client node observes that the mea-
sured execution_time value rises beyond the upper bound defined by the main-
tReplica profile (> 600). The Processing QoS Agent notifies the Contractor trig-
gering a new negotiation. The servers Contractor verifies that a property is out
of the ProcMem profile specification and sends the respective LCM an out-of-
profile notification. This information is then propagated to the GCM, along with
an out-of-service notification. Then the GCM selects the Sadd service and starts
the actions required to create a new replica.

The described infrastructure can be adapted to different support environ-
ments, currently we are working in a prototype using the WNS framework [14].
Many optimizations are also feasible. For instance, when a Contractor sends an
out-of-profile notification this could be followed by the set of QoS profiles that
could be attended at that moment. Receiving this composed information the
GCM could select the next service to be negotiated, immediately discarding the
services with associated profiles out of the set. Another point of interest is hav-
ing resource re-adaptation locally managed by a Contractor, using the interface
provided by the QoS Agents. This would be suitable for resources that have
embedded re-adaptation policies and mechanisms. For example, considering the
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Fig. 9. Mapping the application contract in the architectural pattern

Processing.cpuSlice property, the Contractor could try to raise the priority of the
local server process to maintain this property within the profile specification. We
are investigating how to specify this kind of concern at the contract level.

5 Related Works and Conclusions

The reflective middleware approach [9] allows for the provided services to be
configured to meet the non-functional properties of the applications. However,
the approach does not provide clear abstractions and mechanisms to help the
use of such requirements in the design of the architectural level of an application.
This leads to the middleware services to be used in an ad-hoc fashion, usually
through pieces of code intertwined to the applications program. The proposal de-
scribed in [8] includes basic mechanisms to collect status information associated
to non-functional services. It also suggests an approach to manage non-functional
requirements in the architectural level, in a way quite similar to ours. CR-RIO
complements this proposal providing an explicit methodology based on contracts
and proposing extra mechanisms to deploy and manage these contracts. More
detailed comparisons are available in [1].

Our approach helps to achieve separation of concerns and component reuse
by allowing non-functional aspects of an application to be specified separately
using high-level contracts expressed in an extended ADL. Part of the codifica-
tion, related to a non-functional requirement, can be encapsulated in connectors,
which can be (re)configured during running time in order to cater for the impo-
sitions defined by the associated contract. The infrastructure required to enforce
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a contract follows an architectural pattern that is implemented by a standard
set of components. We think that making these structures explicit and available
to designers, the task of mapping architecture-level defined contracts to imple-
mentations can be simplified. The approach has been evaluated through case
studies that showed that the code of the supporting components can be auto-
matically generated, excepting some localized pieces related to specificities of
the particular QoS requirement under consideration. However, we should notice
that the treatment of low-level details always has to be considered in any QoS
aware application. Our approach can help to identify the intervening hot spots
and make the required adaptations more rapidly.

In our proposal, the composition of contracts can be specified combining in
a unique clause the negotiation clauses of the involved contracts [6]. Contracts
regarding different non-functional aspects can be orthogonal and cause no inter-
ference with each other. Contract conflicts can be handled applying a suitable
decision policy; already assigned resources could then be retaken in order to
satisfy the preferred contracts. We are also investigating the specification of in-
dividual contracts for clients and servers [13]. Besides providing the flexibility
to support more dynamic architectures, this would allow to manage contract
composition conflicts through lower granularity interventions.
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Abstract. The deployment of high bandwidth wide-area networks has
led computational grids to offer a very powerful computing resource. In
particular, this inherently distributed resource is well-suited for multi-
physics applications. To face the complexity of such applications, the
software component technology appears to be a very adequate program-
ming model. However, to take advantage of the computational power
of grids, component-based applications should be automatically deployed
in computational grids. Based on the Corba component specifications
for the deployment of components, which seem to currently be the most
complete, this paper proposes a detailed process for component deploy-
ment in computational grids. It also reports on early experiments on
deploying Corba components in a computational grid using the Globus
Toolkit 2.4.

1 Introduction

Networks have been growing very quickly for several years in terms of bandwidth,
as stated by Gilder’s law claiming that network bandwidth increases much faster
than processors’ power. The bandwidth of the currently deployed wide-area net-
works has reached a level allowing several distributed computing resources to
be used together within a grid to handle complex applications in various do-
mains such as scientific computing. In particular, grid infrastructures are very
valuable for the execution of new scientific applications which require a huge
amount of computing power or physical resources which do not exist in a single
physical location. Multiphysics applications, combining several simulation codes,
are examples of such new demanding applications. They aim to simulate com-
plex phenomena which require the simulation of various physics: computational
fluid dynamics and structural analysis can be combined to improve the design
of aircrafts; simulating the behavior of the ocean jointly with the atmosphere
can provide more accurate weather forecast. They are just a few examples of
a growing number of coupled applications. Usually such applications are pro-
grammed with tools designed for parallel computing (like Mpi). Several ad-hoc
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code couplers have been developed to couple simulation codes together and to
run them on either parallel machines or grid infrastructures. However such an
approach lacks genericity and requires each simulation code to be adapted to a
specific code coupler. Modularity and encapsulation are provided at their low-
est level, making the re-usability of codes very limited. Programming models
allowing assembly and re-usability of pieces of software have been investigated
for some time. However, few attempts have been made to apply such models to
scientific computing either due to the lack of efficiency of these models or the
quasi absence of appropriate software environments (including deployment) on
high-performance computers. It is even more acute in grid infrastructures.

State of the art work in programming models suggests that programming
models based on the software component model [1] provide many benefits. For
instance, the component model emphasizes the development of an application
by assembling (composing) existing pieces of software. Hence, not only is the
development time reduced, but code can be reused and the resulting application
presents more modularity. Several component models are available like Enter-
prise Java Beans (EJB) by SUN [2], Web Services [3], the Corba Component
Model (Ccm) [4] or the Common Component Architecture (CCA) [5]. In par-
ticular, these models differ with respect to deployment. Web Services as well as
CCA do not specify how components should be deployed, while EJB and Ccm
do. The Ccm deployment model supersedes the model proposed by EJB because
Ccm allows for the deployment of a set of interconnected components on a set of
distributed machines. Thus, we choose to work with Ccm as it presents the most
complete deployment model. In previous work, we have shown that high perfor-
mance communication is possible using Corba [6] and that high performance
computing can be brought to Corba by extending its specification with the
concept of parallel component [7]. The results obtained from this research show
clearly there is no obstacle in using Corba for high-performance computing.

As already mentioned, computational grids can yield a potentially huge com-
putational power, federating resources spread all over the world [8]. However, ac-
cess to this computational power has a price. A computational grid can consist of
very heterogeneous resources, such as compute nodes with different architectures
and operating systems, networks with various performance characteristics, stor-
age resources of different sizes, etc. Reliable measures must be taken to enforce
security, involving authentication, authorization, data encryption for confiden-
tiality, etc. Thus, a middleware is necessary to solve those issues so that users can
actually, easily access computational grids. The Globus Toolkit [9, 10] is such a
wide-spread and well-established middleware, as exemplified by TeraGrid [11].

The remaining issue is to deploy components in a grid environment. Our ob-
jective is to be able to automatically deploy Corba components in a computa-
tional grid, thus marrying the advantages of both worlds: distributed computing
provides the ease of programming using Corba components while grid comput-
ing provides the tools to effectively, securely deploy applications in computa-
tional grids. The actual deployment of components is essential for the success
of the component programming model, and it must be as automatic as possible



Deploying CORBA Components on a Computational Grid 37

for the wide acceptance of the model. Automatic deployment means that the
client should not have to worry about the compute nodes which will execute the
component-based application. Ideally, the client should not have to be a com-
puter scientist, but a physicist, a chemist, a biologist, etc. Thus the deployment
phase should be very simple and merely require a pointer to a computational
grid which the client has access to plus a packaged component-based application.

This paper presents how we envision the deployment process of Corba com-
ponents on a computational grid managed by the Globus Toolkit and mentions
a number of issues encountered at deployment time. Section 2 introduces the
Corba component model. The Globus Toolkit is presented in Section 3. Sec-
tion 4 deals with the deployment of Corba components in a grid: it shows
how both software components from the world of distributed computing and
grid access middleware from the world of grid computing can be used in combi-
nation. The early experiments we carried out are detailed in Section 5. Before
concluding, some related works are presented in Section 6.

2 Overview of the CORBA Component Model

The Corba Component Model [4] (Ccm) is part of the latest Corba [12] specifi-
cations (version 3). The Ccm specifications allow the deployment of components
into a distributed environment, that is to say that an application can deploy
interconnected components on different heterogeneous servers in one operation.
Figure 1 presents the general picture of Ccm. The component life-cycle is di-
vided into two parts. First, the creation of the component requires to define the
component interface, to implement it and then to package it so as to obtain a
component package, i.e. a component. The second part consists in (optionally)
linking together several components into a component assembly and in deploying
it. Ccm provides a model for all theses phases. For example, the Ccm abstract
model deals with the external view of a component, while the Component Im-
plementation Framework (CIF) provides a model to implement a component.
There are also models for packaging and deploying a component, as well as for
the runtime environment of a component. In this section, we briefly introduce
the abstract model, the execution model and the deployment model.

2.1 Ccm Abstract Model

A Corba component is represented by a set of ports described in the Interface
Definition Language (Idl) of Corba 3 defined by the Omg. The Idl of Corba 3
is an extension of the Idl of Corba version 2 by the Omg. There are five kinds
of ports as shown in Figure 2. Facets are named connection points that provide
services available as interfaces while receptacles are named connection points to
be connected to a facet. They describe the component’s ability to use a reference
supplied by some external agent. Event sources are named connection points
that emit typed events to one or more interested event consumers, or to an event
channel. Event sinks are named connection points into which events of a specified
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Fig. 1. Overview of the Corba Component Model

type may be pushed. Attributes are named values exposed through accessor
(read) and mutator (write) operations. Attributes are primarily intended to be
used for component configuration, although they may be used in a variety of
other ways. Figure 3 shows an example of component definition using Idl3.

Facets and receptacles allow a synchronous communication model based
on the remote method invocation paradigm. An asynchronous communication
model based on data transfer is implemented by the event sources and sinks.

A component is managed by an entity named home. A home provides factory
and finder operations to create and/or find a component instance. For example,
a home exposes a create operation which locally creates a component instance.

2.2 Ccm Execution Model

Ccm uses a programming model based on containers. Containers provide the
run-time environment for Corba components. A container is a framework for
integrating transactions, security, events, and persistence into a component’s be-
havior at runtime. Containers provide a standard set of services to a component,
enabling the same component to be hosted by different container implemen-
tations. All component instances are created and managed at runtime by its
container.

2.3 Ccm Deployment Model

The deployment model of Ccm is fully dynamic: a component can be dynam-
ically connected to and disconnected from another component. For example,
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// Interface Average definition

typedef sequence<double> Vector;

interface Average {
double compute(in Vector v);

};
// Component A definition

component aComponent {
attribute string name;

provides Average avgPort;

uses Display dspPort;

};

Fig. 3. A component Idl defini-
tion

aComponent ref = ServerComp->provide avgPort();

ClientComp->connect avgClientPort(ref);

Fig. 4. Example of code to connect two components

Figure 4 illustrates how a component ServerComp can be connected to a com-
ponent ClientComp through the facet FacetExample: a reference is obtained
from the facet and then it is given to a receptacle. Moreover, the model sup-
ports the deployment of a static application. In this case, the assembly phase
has produced a description of the initial state of the application. Thus, a de-
ployment tool can deploy the components of the application according to the
description. It is worthwhile to remark that it is just the initial state of the ap-
plication: the application can change it by modifying its connections and/or by
adding/removing components.

The deployment model relies on the functionality of some fabrics to create
component servers which are hosting environments of component instances. The
issues of determining the machines where to create the component servers and
how to actually create them are out of the scope of the Ccm specifications.

3 The Globus Toolkit: a Grid Access Middleware

The Globus Toolkit [9, 10] is an open source software toolkit used for building
grids. (“Globus Toolkit” is a trademark of the University of Chicago.) It includes
software for security enforcement, resource, information, and data management,
portability. This middleware is wide-spread and well-established, as exemplified
by many projects relying on the Globus Toolkit, such as GriPhyN (the Grid
Physics Network, [13]), the American DOE Science Grid [14], the European
DataGrid project [15], TeraGrid [11]: see [16] for a list of software installed on
TeraGrid machines, the Common TeraGrid Software Stack (CTSS), including
the Globus Toolkit.
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The Globus Toolkit uses the Grid Security Infrastructure (GSI, [17]) for
enabling secure authentication and communication over the grid network. GSI
is based on public key encryption (X.509 certificates) and the Secure Sockets
Layer (SSL) communication protocol. Globus users can initialize proxies, which
are certificates signed by the user: proxies provide a convenient alternative to
constantly entering passwords when submitting many jobs.

The resource management module of the Globus Toolkit relies on GRAM
(Globus Resource Allocation Manager) and GASS (Global Access to Secondary
Storage). GRAM [18] supports remote job submission and control using GSI for
mutual authentication of both users and remote resources: GRAM’s authoriza-
tion mechanism is based on GSI identities and a mechanism to map GSI identi-
ties to local user accounts (see the grid-mapfile configuration file of the Globus
Toolkit). GRAM understands the RSL (Resource Specification Language, [19])
which provides an interchange language to describe grid resource requirements
and to submit a job. GASS [20] provides basic access to remote files, allowing
file staging before and after the execution of a job on a grid node.

The Grid Information Service (GIS) of the Globus Toolkit is implemented in
MDS (Monitoring and Discovery Service, [21]). It includes robust authentication
mechanisms using GSI. MDS allows for flexible, hierarchical, distributed (scal-
able), extensible information storage; it is based on an LDAP directory. MDS
also supports dynamic sources of information, such as the Network Weather
Service (NWS, [22, 23]).

Finally, the data management module of the Globus Toolkit provides the
ability to access and manage data in a grid environment. It includes GridFTP [24,
25], which is used to move files between grid-enabled storage systems. GridFTP is
a high-performance, secure (using GSI), reliable data transfer protocol optimized
for high-bandwidth wide-area networks: it allows parallel transfers, third-party
transfers, partial file transfers.

A grid middleware system like the Globus Toolkit provides features to access
and control grid resources. It does not provide any programming model.

4 Deployment Process of CORBA Components in a
Computational Grid

This section describes how we envision the general deployment process of Corba
components in a computational grid. This process complies with the deployment
and configuration process [26] as specified by the Object Management Group
(OMG, [27]).

4.1 Initial Assumptions

Before the deployment takes place, we assume that the computational grid has
already been built and deployed on the computing resources. This is a reasonable
hypothesis as we rely on the Globus Toolkit for its widespread adoption. The
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grid access middleware as well as the Orb have been installed on the resources
of the grid.

We also assume that the user’s authentication certificate has already been
obtained, installed and signed by a certificate authority (CA) attached to the
target computational grid. The user’s grid identity must be mapped to a user
identity (Unix username) on each resource of the grid. An authentication proxy
must also have been initialized to access the computational grid resources.

The accurate resource description of the computational grid must already be
compiled and available. This resource description can typically be included in the
information service of the grid access middleware, such as the MDS of the Globus
Toolkit. The resource description should be precise enough to describe compute
node characteristics (architecture, memory size, operating system, CPU speed,
etc.), network topology (interconnection links, firewalls, etc.) and performance
properties (bandwidth, latency, jitter, loss), storage capacities, etc.

Finally, we assume that the component or component assembly to be de-
ployed has already been packaged in a ZIP file: according to the Ccm spec-
ification, component packages should have a .zip extension, and component
assembly packages should have a .aar extension.

4.2 Starting Point

Ideally, automatic deployment should allow the client user to run a component-
based application on a grid which he has access to by simply typing a command
line in his terminal. This command (the “deployment tool”, executed on a com-
puter which we call the “deployment client”) merely requires:

– a Ccm component assembly package (.aar), or a component package (.zip),
or a pointer (URL) to such a file;

– a pointer to the information service describing the resources available in the
computational grid; in the Globus Toolkit’s terminology, that would be a
“base distinguished name” in the MDS tree.

This command should return a handle to steer (get status, suspend, restart,
terminate) the component-based program’s execution. The actions of this magic
command are described in the following subsections.

4.3 Planning the CORBA Component Deployment

The goal of this phase is to determine on which compute nodes the component-
based application will run. More precisely, it will determine which component
will execute on which particular compute resource of the computational grid.

First, we need to extract information out of the archive (component or as-
sembly package) provided on the command line or downloaded from the location
given on the command line. According to the Ccm specification, the archive is
self-described, since it contains a package descriptor file (or a pointer to such a
package descriptor). The component or assembly package contains deployment
constraints such as the following.
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Architecture and operating system. The component(s) in a package have
been compiled for a specific computer architecture and under a specific op-
erating system, so they will have to run on their target architectures under
the proper operating system. A package may contain various components
compiled for different architectures and operating systems.

Dependencies. A component may have environmental or other dependencies:
the component deployment tool must make sure those dependencies will be
satisfied at execution time. The dependencies may be on libraries, executa-
bles, Java classes: if necessary, they must be staged in on the compute node
running the component prior to execution.

Host or process collocation. The Ccm specification allows the components
of a component assembly to be partitioned: components may be free or
partitioned to a single process or a single host, meaning that a group of
component instances will have to be deployed in the same process or on the
same compute node.

There is a possibility to enrich the constraints attached to a component
package or a component assembly package using the extension XML element,
yielding still more deployment tool-specific constraints. Those constraints could
concern network technology requirements for performance, desired completion
time, etc. but this is out of the scope of this paper.

A component assembly package may also contain various implementations
(possibly using different programming languages) of the same component inter-
face.

After gathering all the information pertaining to deployment plus the descrip-
tion of the grid resources, the second step consists in automatically mapping the
component(s) to the computing resources where they will execute. This part is
not the focus of this paper, and research has already been conducted on this
topic [28, 29, 30] (cf. related works in Section 6).

4.4 Preparing Execution and Launching Processes on a
Computational Grid

The previous phase resulted in a deployment plan which specifies which compo-
nents must be launched on which nodes of the computational grid.

Using the grid access middleware, we stage in to the execution nodes the input
data files and component dependencies (libraries, Java classes, etc.). Ideally, the
automatic determination of the deployment plan should have selected nodes close
to each other for communication efficiency. The locality of the selected nodes may
allow various file staging strategies. For instance, instead of transferring files
twice from a remote repository to two compute nodes close to each other, we
may prefer to transfer files once from the remote repository to one of the compute
nodes, which will then forward the files to the other node in close neighborhood.
Depending on the information services describing the grid resources, we may
be able to detect that two selected compute nodes share a common file system
(e.g., NFS): in this case, another possible strategy would consist in staging in
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input data to the common file system just once. Then both compute nodes could
access the read-only input data through the shared file system.

Now the component servers can be launched as regular processes on the
compute nodes selected in the deployment plan. Each component server returns
a Corba reference (IOR) to the deployment tool invoked from the deployment
client: this IOR will be necessary to control the component server. Then Corba
containers get created within the component servers to install the Corba homes
objects, and the homes create the components as stated by the deployment plan:
all those newly created objects return IOR references for the deployment tool to
be able to control the newly created entities.

If we want an actual control over the application, the IORs must be returned
to the deployment tool using a secure channel and as soon as the objects which
they reference get created. In particular, they must be returned before the ap-
plication completion. This conversational mode of communication between the
deployment client (which submits the job to execute) and the various processes
of the running application is rather unusual in grid computing. Most often, grid
computing applications do not need to exchange messages with the deployment
client during execution: the input data is transfered all at once prior to execu-
tion, and the output data is retrieved after execution is completed. Of course,
this does not mean that the subtasks of the application do not communicate
with each other during execution.

This conversational mode is also necessary for the following reason. As we
consider a grid environment, we do not own the resources we use, so we assume
that each compute session (i.e., each application deployment) is independent
of all other sessions, should they be initiated by the same user or by another
user of the computational grid. In practice, the component servers, containers,
components, etc. register to a name service (this is out of the Corba specifica-
tion). This name service must be operational before the components get launched
because they need the IOR of (or any sort of reference to) the name service. How-
ever, we cannot count on a persistent name service running for multiple compute
sessions, and the name service should be deployed first by the deployment tool.
Here again, we see that we have a conversation-like operation mode, where the
deployment client launches a process on a compute node, this process answers
with an IOR, and this answer triggers another action on the deployment client’s
side.

The location of the name service would be completely up to the deployment
tool, but a reasonable strategy would choose a compute node close to as many
compute nodes hosting the application components as possible.

4.5 Configuration and Start of Execution

The last phase of deployment consists in connecting together the components of
an assembly and configuring the components. To do that, the deployment tool
may need once again Corba references (IORs) to the components which have
been launched (or a reference to the name service if those components registered
to it). Usually, client requests start the server components’ execution.
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4.6 Execution Control

Control means that the deployment tool can get the status (active, completed,
etc.) of the running application, cancel, suspend or restart its execution. Thus the
deployment tool can cleanly deallocate the resources it uses to run the applica-
tion. This control may also be useful for application re-deployment, or dynamic
visualization component connection: those two issues are out of the scope of
this paper. See [31] for algorithms which dynamically remap the subtasks of a
running application.

The component servers are launched as regular grid processes. The latter
return a handle to the grid access middleware, which is not aware that it is
launching Corba processes: this handle allows the grid access middleware to
monitor and control its processes. Thus, the deployment tool has two ways to
steer the application execution: the Corba IORs plus the grid middleware han-
dles for each executing process.

5 Early Experiments with MicoCCM and the Globus
Toolkit

The grid access middleware we use is the Globus Toolkit version 2.4.3. We rely
on this version since it is now well established and stable. We did not rely
on version 3 of the Globus Toolkit because it lacks maturity and its future is
currently uncertain. Version 4 of the Globus Toolkit is not available yet, but
migration to this future version should not be an issue. The Orb we utilize is
MicoCCM version 2.3.11, a fully compliant implementation of Corba, including
the Corba component model (Ccm).

As mentioned in Subsection 4.1, we assume that we have a valid, already
packaged component or component assembly (using Frank Pilhofer’s Assembly
Toolkit [32]), as well as the list of hosts which will execute the components. Cur-
rently, we have no deployment planner implemented, so the resources are selected
in a round-robin manner, as provided by the MDS. However, we acknowledge
that deployment planning is a very important phase in a grid environment, and
it should be designed carefully, since it can have a huge impact on execution
performance. This work is unavoidable in a near future.

In our current implementation, input data files and component dependencies
are staged in to each compute node directly from their repositories: the subtle
strategies evoked in Subsection 4.4 have not been implemented yet, all the more
so as the necessary information is not available in the grid information system
(MDS).

The very first step consists in launching the Mico name service daemon on
one of the selected compute nodes and retrieve its Corba reference (IOR). Once
the name service’s IOR has been obtained, the component servers are launched
on the grid resources in the same way as the name service daemon is started: the
component servers may also return their IOR to the deployment tool (even if
this is not mandatory, since the component servers’ IORs can be retrieved using
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the name service). Once the component servers have been launched, the Globus
Toolkit need not create any more processes: the components can be created by
thread creation within the component servers, possibly several components per
component server depending on the process collocation constraints expressed
in the component assembly package descriptor. The component creations can
be initiated from the client side (Corba component creation requests executed
in the deployment tool) or from the server side (creation requests within the
component server). We initiate remote component creations from the deployment
tool (client side) to avoid modifying already existing component server programs.
As the component creation gets initiated from the client side, then it is better
to have the component servers send their IOR directly to the deployment tool,
rather than having the deployment tool poll the name service until it holds the
component servers’ IORs. This is done using a simple wrapper program around
the component server.

More specifically, the deployment process of the name service is exactly the
same as of a component server. The deployment tool first creates a Globus GASS
server which will receive the IOR of the remotely created object (name service
daemon or component server) over a secured channel. The URL (hostname and
port) where the GASS server is listening is retrieved by the deployment tool.
Then it launches the remote process (name service daemon or component server)
using GRAM remote job submission facility, passing to the remote process the
URL of the GASS server among other arguments (including Corba or MicoCCM
specific arguments). The RSL script used for job submission specifies the list of
files (input data, component dependencies, etc.) which must be staged in to the
remote node prior to process execution. Using GridFTP, third-party transfers are
permitted to stage in those files directly from a repository within the grid, which
may not be located on the deployment client. If the process creation succeeds
on the compute node selected to execute a component server or a name service
daemon, the IOR of the newly created object is sent back to the deployment
client using the GASS contact URL, and the GRAM job submission function in
the deployment tool returns a handle, i.e. a Globus job ID useful to control the
processes created by GRAM.

Thus the deployment tool possesses both Globus job IDs and Corba IORs
to control the processes (name service daemon and component servers) on the
remote machines. For instance, an application can be stopped using the Corba
way and IORs (by calling the ComponentServer::remove() method) or using
the Globus way and job IDs (by calling globus-job-cancel). Eventually, these
control handles may permit a re-deployment of a component-based application
or they may allow to dynamically plug visualization components to the running
application.

All the data transfers using GridFTP and GASS are reliable and secured
using GSI authentication and authorization mechanisms.
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6 Related Work

ICENI (the Imperial College e-Science Networked Infrastructure [33, 34]) is a
service oriented, integrated grid middleware which provides a component pro-
gramming model to aid the application developer in constructing grid applica-
tions. The main focus of ICENI is meta-data information (performance, behav-
ior) on component implementations in order to select and map the component
implementations (corresponding to given interfaces) best-suited to the available
computing resources of a grid. The selection and mapping are constrained by
user-level (pricing, quality of service) and application-level requirements [28, 29].
The ICENI project currently supports deployment using Fork (using the Unix
secure shell ssh) and plans to eventually resort to the Globus Toolkit, Condor,
Sun GridEngine in unspecified ways [35, 36]. Currently, the deployment using
the Globus Toolkit or Condor are not implemented [37].

The Partitionable Services Framework (PSF) and its deployment module
Smock assume that so-called “wrappers” have already been deployed on each
node [38]; the way those wrappers get deployed and how components get up-
loaded to the execution servers are not specified: their experiments are conducted
using an emulated network. PSF also includes Sekitei [30], a planner implement-
ing an algorithm to choose component implementations, link the components
together and map them to computing resources: the placement algorithm is
evaluated using simulation, with no actual deployment of processes.

The Common Component Architecture [39, 5] (CCA) proposes a component
model similar to the abstract model of Corba. It does not provide any detail on
the automatic deployment process in grid environments [40]. A recent work [41]
has focused on merging the CCA component model with the OGSI framework.
It is different from our work since we support both Corba and Globus commu-
nication models.

The Assembly and Deployment Toolkit [32] provided by Frank Pilhofer makes
it very easy to configure and create component archives and component assembly
archives. However the deployment feature is limited to a single machine already
running a MicoCCM daemon manually launched by the user of the toolkit, with
no security enforced, so it is ill-suited for deployment in grid environments.

The Concerto [42] platform aims to support the deployment of parallel com-
ponents [7] on clusters of workstations: as this project does not envisage de-
ployment on computational grids, it does not face the problem of heterogeneity
inherent to computational grids, nor does it need to enforce security (authen-
tication, authorization, encryption) because it assumes a trusted environment
and trusted users.

7 Conclusion and Future Work

The deployment of high bandwidth wide-area networks has led computational
grids to offer a very powerful computing resource. In particular, this inherently
distributed resource is well-suited for multiphysics applications. To face the com-
plexity of such applications as well as the heterogeneity and volatileness of grids,
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the software component technology appears to be a very adequate programming
model. We choose to work with the Corba component model because its deploy-
ment model is very complete: it specifies the deployment of a set of components
on a set of distributed (component) servers. However, it specifies neither how
to select those nodes, nor how to create the component servers. On the other
hand, a grid access middleware, such as the Globus Toolkit, deals with security
enforcement, resource, information, data management, and portability.

This paper studies the deployment of Corba component-based applications
in a computational grid using the Globus Toolkit. Its main result is that both
models are complementary, not conflicting. This result seems to be generalizable
to other component models and grid middleware systems. Ccm does not specify
how machines are to be selected, nor how component servers (processes) should
be created whereas the Globus Toolkit only encompasses the start of remote
processes. Moreover, grid services like data management are very useful to stage
in component binaries. We have validated our analysis by actual experiments on
our private computational grid. The deployment tool is currently hand-written
and specific to our test case.

Our future works can be divided into three issues. The first issue is to inte-
grate a planner for automatically selecting the machines on which the compo-
nents will be deployed. The second issue concerns the extension of existing grid
information services: while information related to compute nodes (CPU speed,
memory size, operating system, etc.) is properly described in currently available
resource information systems, the network topology and its characteristics are
generally not described in a satisfactory, simple, synthetic and complete way.
The last issue will be to support Grid Services. As we try not to have only one
model for the component model and the grid middleware model, it should be
straightforward to migrate to a web service enabled Globus Toolkit like GT4.

References

[1] Szyperski, C.: Component Software: Beyond Object-Oriented Programming. First
edn. Addison-Wesley / ACM Press (1998)

[2] Sun Microsystems: Enterprise JavaBeans Specification (2001)
[3] Cerami, E.: Web Services Essentials. 1st edn. O’Reilly & Associates (2002)
[4] Open Management Group (OMG): CORBA components, version 3. Document

formal/02-06-65 (2002)
[5] Armstrong, R., Gannon, D., Geist, A., Keahey, K., Kohn, S., McInnes, L., Parker,

S., Smolinski, B.: Toward a common component architecture for high-performance
scientific computing. In: Proc. of the 8th IEEE International Symposium on High
Performance Distributed Computing (HPDC’99), Redondo Beach, CA (1999)
115–124

[6] Denis, A., Prez, C., Priol, T.: Towards high performance CORBA and MPI
middlewares for grid computing. In Lee, C.A., ed.: Proc. of the 2nd International
Workshop on Grid Computing. Number 2242 in LNCS, Denver, CO, Springer-
Verlag (2001) 14–25 held in conjunction with SuperComputing 2001 (SC’01).

[7] Prez, C., Priol, T., Ribes, A.: A parallel CORBA component model for numerical
code coupling. The International Journal of High Performance Computing Ap-
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Abstract. The deployment of distributed component-based applications
is a complex task. Proposed solutions are often centralized, which ex-
cludes their use for the deployment of large-scale applications. Besides,
these solutions do often not take into account the functional constraints,
i.e. the dependences between component activations. Finally, most of
them are not fault-tolerant. In this paper, we propose a deployment ap-
plication that deals with these three problems. It is hierarchical, which
is a necessary feature to guarantee scalability. Moreover, it is designed as
a distributed workflow decomposed into tasks executing asynchronously,
which allows an “as soon as possible” activation of deployed components.
Finally, the proposed deployment application is fault-tolerant. This is
achieved by the use of persistent agents with atomic execution. This
deployment application has been tested and performance measurements
show that it is scalable.

1 Introduction

Context and Objectives As underlined by Emmerich in [1], it was claimed
for a long time that object-orientation was the solution to software reusability.
Nevertheless, the large number of fine grained classes generated during object-
oriented modelling induces a large number of dependencies between them, thus
making it difficult to take classes out of the context in which they were developed.
To overcome these problems, component models were elaborated. “A component
is a unit of composition that can be deployed independently and is subject to
composition by a third party.” [2]

First component models like COM or JavaBeans had their execution limited
to just one machine. These component models have been extended to allow for
distributed execution across multiple machines: .NET or EJB. These distributed
technologies have induced a new approach of software development that is of-
ten referred to as component-based development (CBD). CBD raises numerous
challenges, such as distribution management, component discovery, integration
of components with legacy software modules, etc. One of the major, not yet
solved challenge is the deployment of distributed component-based systems.
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According to Carzaniga and al. [3], deployment is a collection of interrelated
activities that form the deployment life-cycle. In this paper, we focus on the steps
preliminary to the application’s launching, that is: installation, instantiation,
binding, and finally activation of the components. In existing component tech-
nologies, these steps are often reduced to software delivery: the component code
located on one server node is first sent to n customer sites and then activated.
Such a deployment process does take into account neither the applicative logic,
nor the physical constraints of the physical environment where the application is
to be deployed. A distributed application encompasses a set of components that
interact with each other in a complex way, thus making them interdependent. To
run consistently components require the availability of other (possibly legacy)
components. These dependencies must be carefully taken into account to ensure
a consistent activation of each of the components. This issue is referred to as
the application logic enforcement. On the other hand the deployment process
must be fault tolerant, even in the case of large-scale applications executing on
numerous heterogeneous devices with varying operational conditions (i.e. net-
work failures, disconnected mode, etc.). This issue is referred to as the physical
constraints enforcement.

Approach The paper addresses the two above-mentioned challenges. Applica-
tion logic enforcement is achieved through the use of an architecture description
language (ADL) to describe the distributed application to be deployed. This
description relies on a hierarchical component model which is general enough to
allow the description of most of component-based systems. Physical constraints
enforcement is achieved by designing the deployment process as a scalable and
fault tolerant distributed application. Scalability requires that the deployment
process is distributed. This is achieved through a hierarchical structure of the
deployment process in close connection with the component hierarchy of the ap-
plication to be deployed. In addition, we propose to implement the deployment
application on top of an asynchronous reliable runtime system, to meet the fault
tolerance objective.

This paper is structured as follows: section 2 describes the hierarchical com-
ponent model, and its associated architecture description language is introduced
in section 3. Section 4 presents the deployment application. We describe its im-
plementation in section 5 and performance figures are presented in section 6.
Related work in addressed in section 7, before concluding the paper in section 8.

2 A Hierarchical Component Model

In this section, we present the component model that is used to model appli-
cations to be deployed. Our main objective was that the component model be
general enough to allow modeling most of the component-based systems. It is in-
spired by previous work made on distributed component-based applications [4].
It shares similarities with Fractal [5], a recent component model, which also
aims at modeling component-based systems. An application is represented by
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a hierarchical assembly of components. Every component is made of two parts:
a functional part and a control part. Moreover, components are bound using
connectors.

The Functional Part The functional part of a component corresponds to the
services it provides to other components and the services it requires from other
components. These services are accessed via functional interfaces defined by:

– An identifier: a name which is valid in the context of the component that
owns the interface,

– A role specifying whether the considered interface is a client or a server
interface,

– A signature: a collection of method signatures. Interface signatures are em-
bodied as usual Java interfaces.

– A contingency used to specify whether a client interface is mandatory or
optional (i.e. if it must be bound or not at runtime).

The Control Part A component also owns control interfaces which are server
interfaces that embody the control behavior associated with the component.
In particular, the control part allows the management of the component’s life-
cycle (start, stop, activate and deactivate). Decoupling the control part from
the functional part is required for administration applications to easily manage
component-based applications. For instance, we will show in the paper that the
deployment application requires an activation interface.

Composite Components The component model is hierarchical: a set of com-
ponents can be manipulated as a component, called composite. Composite com-
ponents are useful to represent hierarchical applications. A composite usually
encapsulates components that cooperate to provide a functionality. Similarly
to primitive components, composite components own functional and control in-
terfaces. Nevertheless, we distinguish internal interfaces that can be bound to
encapsulated components and external interfaces that can be bound to compo-
nents outside the composite.

Connectors A functional interface can be bound to one (or several) other
functional interface(s) using a connector. There exist several connectors: local
and remote procedure calls, asynchronous message passing, etc. A connector is
instantiated by a connector factory. Each factory must provide a createmethod,
whose parameters are the identifiers of the interfaces to be bound. Note that
binding two functional interfaces requires that the components owning these
interfaces are encapsulated within the same composite.
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Example Figure 1 represents the architecture of an application that conforms
to the component model. For readability purpose, some connectors have been
omitted. The application is represented by the Application composite. It en-
capsulates two primitive components Client 1 and Client 2, and a composite
component Topic. Each client owns two client interfaces — subscribe to sub-
scribe to the topic, and publish to publish a message on the topic —, and
a server interface receive to receive messages broadcasted by the topic. The
Topic composite component owns three external interfaces and three internal
interfaces that are bound to two primitive components.

Client 1

R

S

P

R

S

P

Event 

broadcasting
control part

Subscriber list

compositeTopic

Application

Client 2

binding

primitive

functional part

Fig. 1. Example of application following the model.

3 An Architecture Description Language

To manipulate the above described component model, we have defined an ar-
chitecture description language (ADL). In this paper, we will only show how
this ADL is used to deploy applications. Note that it is also used for other
purposes [6]. Like other ADLs [7], it aims at describing an application as an
assembly of interacting components. It is inspired by previous work made on the
Olan configuration language [8]. It allows the description of:

– the functional part of the application, i.e. the set of (possibly legacy) involved
components and their interactions.

– the non functional part of the application, i.e. the location of components to
be deployed and the order in which they must be activated.

Components and connectors involved in the application are described in a file
called description. The description of a primitive component specifies its func-
tional interfaces, its control interfaces and its implementation (Java class, binary
file, etc.). Similarly, the description of a composite component gives its interfaces
(internal and external) and its implementation. Moreover, it describes its inter-
nal architecture, that is the set of encapsulated components, their locations,
their bindings using connectors and their dependences in term of activation.

As for components, two kinds of connectors may be used: primitive and com-
posite connectors. Primitive connector descriptions only specify the connector
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factory to be used. Composite connectors are described as assemblies of inter-
acting components bound by primitive connectors. This makes the description
of a composite connector comparable to that of a composite component.

Composite Application {

*** No functional interfaces ***
*** Control interfaces ***
Activation controller {

signature = fr.application.Activation ;
}
...

*** Implementation ***
Implementation Application {

type = java ;
funct_part = void ;
contr_part = fr.application.ApplicationControl ;

}

*** Encapsulated components ***
Client client1 = new Client (zirconium.inria.fr);
Client client2 = new Client (argent.inria.fr);
Topic topic = new Topic (strontium.inria.fr);

*** Connector factory ***
Rmi rmiF = new Rmi (zirconium.inria.fr) ;

*** Component bindings ***
client1.abonnement => topic.abonnement using rmiF ;
...

*** Activation dependencies ***
(client1, client2) depend on topic ;

}

Fig. 2. Description of the Application composite.

Figure 2 depicts the description of the Application composite. It gives its
control interfaces and its implementation. For legacy components, the implemen-
tation field is replaced by a description of the component location. Furthermore,
encapsulated components and connector factories are specified with the key-
word new, with in parameter the site where they have to be deployed. Bindings
between components are specified with the symbol => and with the keyword
using that is used to indicate the connector factory to be used. Finally, the
order of component activations is specified: it is mentioned that the two client
component activations depend on the topic activation.

4 The Deployment Application

The deployment application uses the ADL description to instantiate and bind
application components. Our goal is twofold: (1) to use the ADL description to
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ensure the respect of functional constraints and (2) to exploit the hierarchical
structure of the application to distribute the deployment intelligence. To reach
our goal, the deployment application is implemented as a distributed workflow
decomposed in tasks. Tasks execute in parallel or sequentially. They are respon-
sible for the various deployment operations: instantiation, binding, activation.
These tasks execute within hierarchically organized entities called deployment
controllers. We first show how the controller hierarchy is built. We then describe
the architecture of controllers.

4.1 Deployment Controller Hierarchy

Recall that the component model requires that two bound components be en-
capsulated in the same composite. As a consequence, an application built using
this model has always a tree-like architecture: nodes of the tree are compos-
ite components, whereas leafs are primitive components. The deployment con-
trollers’ hierarchy follows this treelike hierarchy: each composite is associated
with a controller. Figure 3 illustrates this concept: a deployment controller is
associated to each of the four composites C1, C2, C3 and C4.

Application architecture
Deployment controller 

hierarchy

Fig. 3. Applicative hierarchy.

However, it is also possible to extend this hierarchy by creating controllers in
charge of a subset of components. Such an example is depicted on figure 4: com-
ponents P1 , P2 and P5, P6 are associated to controllers DCBis1 and DCBis2,
respectively. This consists in creating “virtual” composites, without functional
and control code. This extension possibility is interesting for applications built
using flat component models such as the Corba Component Model (CCM [9]),
or Sun’S EJB model [10].

4.2 Deployment Controller Architecture

Principle Except for the root deployment controller, each controller is cre-
ated by its parent controller. To communicate, two controllers must establish a
session. This session is used to exchange control messages.
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Application architecture
Deployment controller 

hierarchy

Fig. 4. Extended hierarchy.
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Fig. 5. Architecture of a controller.

As depicted on figure 5, each controller hosts a set of tasks responsible for
various aspects of the deployment. These tasks can either be created by other
tasks hosted by the controller or by tasks executing within the parent controller
(creation orders are propagated using the session established between the two
controllers). Tasks store their results in an architecture repository. Each time
the repository is updated, it sends an event reporting the update to interested
tasks, which react by either executing local operations, or creating other tasks.

Tasks We distinguish four kinds of tasks:

– Creation tasks are in charge of creating components. Their code depends
on the type of component to be instantiated (Java, C, etc.). Moreover, in
the case of composite components, the creation task creates the controller
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associated with the composite and opens a session that takes as parameter
the ADL description of the composite to be deployed. This session is used
by other tasks to send control orders. At the end of this task, the architec-
ture repository is updated with references to the created component and its
functional interfaces. Note that in the case of a “virtual” composite, stored
references are those of its encapsulated components.

– Integration tasks are in charge of integrating legacy components. These are
retrieved using information stored in the ADL description. The architecture
repository is then updated with information about the component references.

– Binding tasks are in charge of binding components. Their code depends on
the type of connector to be instantiated. Nevertheless they follow the same
pattern: they first create the connector factory using information stored in
the ADL description; then, they create the connector by calling the create
method with appropriate parameters. These parameters are retrieved from
the architecture repository.

– Activation tasks are in charge of activating components. For primitive com-
ponents, this only consists in calling the activate method provided by the
Activation control interface. For composite components, this task uses the
session established with the child controller to send an activation order. Once
the order is completed, the session with the child controller is closed.

Organization of Tasks Tasks are created by a controller according to the ADL
description of the composite to be deployed. One creation (or integration) task
and one activation task are created for each encapsulated component. Moreover,
one binding task is created for each connector to be built. Note that in the case
of a “virtual” composite, only connectors between encapsulated components are
managed by the controller. Indeed, the bindings between encapsulated and other
components are done by the parent controller.

Tasks within a controller execute independently. They synchronize through
events generated by the repository upon updates. Tasks execute either in parallel
or sequentially according to their type and the components they work on: all the
creation and integration tasks execute in parallel. On the other hand, a binding
task depends on the creation and integration tasks in charge of the components
to be bound. Finally, an activation task executes after both all the component’s
required services have been bound and all the components it depends on have
been activated. This organization of tasks guarantees an “as soon as possible”
activation of each component. This would not be the case if all the creation tasks
were delayed until all the binding tasks complete, themselves being delayed until
the completion of all the creation tasks.

4.3 Fault Tolerance

Like every large-scale distributed application, the deployment application can
be subject to node crashes, network breakdowns, disconnected sites, etc. It is
thus necessary to discover and handle these faults.
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Fault Detection Two kinds of faults may happen: either a task is blocked
— for example, a component creation does not complete —, or a network or
a machine crashes. In the latter case, the tasks interacting with this machine
will block. Thus, each fault causes one or several tasks to block. Two fault
discovering strategies are possible: the first one consists in setting bounds to
the execution times of the different tasks. Once a bound has been raised, an
error message is propagated. This method is not viable for the deployment of
large-scale applications, since it is very difficult to determine realistic bounds.

The strategy we have adopted is “optimistic”: no error message is propa-
gated. Instead, every controller owns a supplementary task, called monitoring
task whose role is to observe other tasks’ progression. This task collects events
produced by the repository, filters them and forwards interesting events to the
monitoring task executing within the parent controller. All these events are re-
ceived by the monitoring task executing within the root controller. This task is
used by the application administrator to check the deployment progression.

Fault Handling Faults are handled following a two steps process: all or part
of the controllers are stopped. Then, a new deployment order is given. Between
these two steps, a site can be restarted, the ADL description can be modified,
etc. Stopping a deployment controller is made possible by sending a stop order
using the session established with its parent controller. This causes the different
tasks executing within the controller to stop. Redeploying the application is
made possible by opening new sessions along with the (possibly modified) ADL
description. Stopped tasks are restarted (sometimes recreated). The repository
is also restarted and used to determine the operations that remain to be done. It
is important to note that for this mechanism to work correctly, it is required (1)
that repositories and tasks have persistent states, and (2) that communications
between them be reliable.

5 Implementation

The deployment application has been implemented using the ScalAgent mid-
dleware [11], a fault-tolerant platform that combines asynchronous communica-
tions with a distributed programming model based on persistent software entities
called agents.

The Agent Paradigm Agents are autonomous reactive objects executing con-
currently, and communicating through an event-reaction pattern. An event is a
typed data structure used for exchanging information with other agents. Once an
agent receives an event, it reacts accordingly, thus changing its state and/or com-
municating with other agents. Agents are persistent, which means that the agent
lifetime is not bounded to the duration of the execution. However, persistence is
not sufficient for retrieving a consistent state after failure. Also, agent reactions
are atomic. This property ensures that a reaction is either fully executed or not
executed at all.
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The Execution Infrastructure This event-reaction model is based on a MOM
which guarantees the reliable, causal delivery of messages. The MOM is repre-
sented by a set of agent servers organized in a bus architecture. Each server is
made up of two components, the local bus and the engine. The local bus con-
veys messages. It is made of a channel in charge of routing messages and several
networks that implement the basic message-based communication layers. The
engine is responsible for the creation and execution of agents. It behaves accord-
ing to their event-reaction model. It performs a set of instructions in a loop,
getting the next message from the channel and making the proper agent react.

Implementing the Deployment Application Controllers, tasks, as well as
repositories are implemented using agents. At session creation time, the agent
implementing the child controller is created. This controller agent creates the
agent responsible for the repository and uses the ADL description to create the
agents responsible for the various tasks: a creation task and an activation task
by encapsulated component, and a binding task for each binding to be estab-
lished. Fault tolerance is made possible by the atomic execution of agents, which
guarantees that restarted tasks and architecture repositories are in a consistent
state.

6 Evaluation

Performance measurements have been done to validate the proposed deploy-
ment application. They have been performed on a 216 PCs cluster equipped
with 733MHz Intel Pentium III processor and 256Mo RAM. Tests consisted in
deploying applications, whose architecture follows the pattern represented on
figure 6. Application components are implemented using Java objects communi-
cating using the ScalAgent middleware.

Fig. 6. Architecture of the test application.
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Recall that deployed applications have always a tree-like hierarchy. The test
application hierarchy is made of three levels: a central site connected to n com-
posite components, each one encapsulating a regional composite connected to m
local composites. Every local composite encapsulates 10 primitive components.
Every regional composite encapsulates 10 primitive components as well as local
composites. The measured metric is the average deployment completion time.
We varied several parameters:

– The number of physical machines that host application components. This
number ranges from 11 to 151.

– The number of local composites. This number ranges from 1 to 7000. In the
case of the test application, each local composite execute within a Java pro-
cess. As a matter of fact, the more the number of local composites increases,
the more the required power on the machine is significant.

– The number of regional composites. This number ranges from 1 to 50. Note
that increasing the number of regional composites decreases the number of
local composites that each one encapsulates.

6.1 Distribution Impact Evaluation

To evaluate the distribution impact, the number of regional and local composites
remains constant (m = 10 and n = 100), whereas the number of machines that
host application components varies (from 20 to 111). Such applications involve
110 Java processes, each one hosting approximately 10 components. Obtained
results are presented on figure 7. The average completion time ranges from 45
to 55. We can see that up to a certain number of machines, the decentralization
increases the deployment performances. This is mainly due to the fact that each
machine hosts less Java processes. Nevertheless, a too large number of machines
increases the use of remote communications, thus reducing the deployment per-
formances.
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6.2 Architectural Impact Evaluation

This test aims at evaluating the impact of the composite hierarchy. Recall that
the application is represented by a central composite encapsulating m regional
composites, each one encapsulating — besides its own primitive components —,
n = m local composites. Figure 8 shows that, for both a fixed number of machines
(= 60) and a fixed number of local composites (n = 500), the deployment com-
pletion time is minimum for m = 10 regional composites (i.e. n = m = 50). This
arises from the deployment application architecture which associates a controller
to each composite. An increase of the number of controllers induces a paralleliza-
tion of the deployment. Nevertheless, this number must be kept reasonable, since
too large of a number causes each controller to handle a large number of ses-
sions, which slows down the deployment process. This experience shows that the
hierarchical structure of the application architecture has an impact on the de-
ployment performances, which opens research perspectives towards tools to help
determining an application’s optimal architecture with regard to its deployment.
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6.3 Scalability Evaluation

This test is the most important. It aims at verifying that the proportional in-
crease of parameters (n, m and the number of machines) does not cause an
exponential increase of the deployment completion time. Figure 9 shows that
this time remains linear, with n ranging from 10 to 450, m from 1 to 45, and
the number of machines from 3 to 91.

7 Related Work

Deployment has been an increasing area of interest this last 10 years. Work
has been done on the SOFA component model [12]. Similarly to our approach,



62 Vivien Quéma et al.
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they use an ADL (CDL for Component Definition Language) which allows the
description of the application to be deployed as a hierarchical assembly of com-
ponents. Nevertheless, the proposed deployment process is centralized and does
not take advantage from the hierarchical structure of the application. Indeed, a
centralized server uses the ADL to propagate creation and binding orders.

[13] focuses on a deployment specific problem: the one of component dis-
covery. The authors propose a trading service based both on the type of the
component interfaces and on semantic information about the component. This
tool has been integrated into the Corba component model (CCM) deployment
process. The proposed protocol is synchronous and centralized, which we think
is not a viable approach for large-scale applications. Such a tool could be in-
tegrated into our proposition as complementary to the ADL. It would be used
by the different tasks to retrieve information they need, thus allowing dynamic
evolution of the ADL description.

Researchers at University of Colorado have proposed a reconfiguration system
for the Sun’s EJB component model [14]. BARK (Bean Automatic Reconfigura-
tion FrameworK) is designed to facilitate all the tasks in the deployment lifecycle
for EJBs. It provides functions to download component packages over the Inter-
net and load them into the EJB container. It also manipulates the component
package descriptors to provide control over component bindings. In that sense,
BARK may be compared to an ADL. BARK is composed of a set of Application
Server Modules (ASM) that work in cooperation with EJB application servers.
A central Repository is used for storing component software packages. Finally, a
tool determines the scripts to be executed by each ASMs. The proposed deploy-
ment process shares similarity with ours since it uses an ADL-like description of
EJBs. However, deployment orders are centralized and synchronous.

Hall et al. have worked on software deployment [15]. The architecture they
propose, called Software Dock, is composed of a set of servers, or docks. These
docks help registering software releases and software consumer configurations.
They are used by agents that are in charge of a specific deployment task. Agents
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can migrate from dock to dock and communicate using a wide-area event system.
Similarly to our approach, this system uses asynchronous communications and
agents. However, this system is not dedicated to component deployment. As a
matter of fact, the deployment is not hierarchical and it does not allow an “as
soon as possible” activation of part of the components. Finally, agents do not
execute atomically, which precludes fault tolerance.

We conclude this related work survey with work conducted by the Grid com-
munity. proactive [16] is an active object-based distributed programming model.
One of the designers’ goal is to remove any reference to physical machines,
repositories, etc. from the code of objects. This is achieved by using virtual
structures. They are mapped onto physical structures using XML descriptors.
Proactive shares our goal of separating functional code from deployment-related
data. Nevertheless, this system targets lowlevel software deployment like Java
virtual machines, while we are focused on component-based applications.

8 Conclusion and Future Work

The deployment of distributed applications is one of the challenges raised by the
component-based development. Existing solutions are often centralized and only
consist in software delivery. Such deployment processes have several drawbacks:
their centralized control excludes the deployment of large-scale distributed appli-
cations. Moreover, these processes do not take into account the applicative logic:
the activation is often unnecessarily delayed and they do not propose to inte-
grate legacy components with deployed applications. Finally, they do not take
into account the physical constraints of the system on which the application is
to be deployed: as a consequence, most of them do not tolerate faults.

In this paper, we have proposed a deployment application that solves these
three challenges. (1) There is no centralized control: the deployment application
is hierarchically organized according to the application’s architecture. This hi-
erarchical organization avoids bottlenecks and makes the deployment scalable.
(2) The asynchronous and parallel execution of tasks allows an “as soon as pos-
sible” activation of deployed components. Indeed, every task synchronizes only
with tasks it depends on. Dependency knowledge is made available by the ADL
description of the application. (3) Finally, the proposed deployment application
is fault tolerant. This is achieved by the use of persistent agents with atomic
execution.

Future work: first performance measurements are an excellent encourage-
ment to pursue our work. First, we plan to refine the experiments we have done
in order to evaluate the computational and memory overheads of the deployment
controllers. Second, we plan to provide the deployment application with support
for high availability. As a matter of fact, while allowing a great deal of paral-
lelism, the hierarchy of deployment controllers is still amenable to single points of
failure. We are currently adding replication capabilities to the ScalAgent MOM;
this will allow duplicating the deployment controllers, thus improving the avail-
ability of the deployment application.
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Abstract. JBoss is an extensible Java application server that affords re-
mote access to EJB components via multiple protocols. Its IIOP module
supports IIOP-enabled EJBs, which are accessible both to RMI/IIOP
clients written in Java and to CORBA clients written in various lan-
guages. While other systems use compilation-based approaches to gen-
erate IIOP stubs and skeletons, JBoss employs reflective techniques to
avoid extra compilation steps and support on-the-fly deployment.
CORBA/IIOP is a dynamic feature of JBoss in two senses: (i) the IIOP
module can be dynamically deployed into a running server, and (ii) IIOP-
enabled EJBs are dynamically deployable components themselves. This
paper presents the design of the IIOP module and describes the actions
that module takes at EJB deployment time, including the creation of
POAs, the instantiation of CORBA servants to implement IDL interfaces
not known in advance, and the dynamic generation of IIOP stub classes
made available to Java clients via HTTP.

1 Introduction

JBoss [10] is an extensible, reflective, and dynamically reconfigurable Java appli-
cation server that supports two general kinds of software components: application
components, which correspond to server-side parts of distributed applications,
and middleware components, which provide middleware services to application
components. Both kinds of components can be dynamically deployed into a run-
ning server. Users can deploy components either by interacting with the server
through a (possibly remote) management client or simply by dropping deploy-
ment units in a well known directory of the server machine.

Nearly all the “application server functionality” of JBoss is modularly pro-
vided by a set of middleware components deployed on a minimal server. While
middleware components employ a JBoss-specific extension of the JMX compo-
nent model [17], application components follow Java 2 Enterprise Edition (J2EE)
standards [19]. An important subset of application components is based on
the Enterprise JavaBeans (EJB) architecture [18], a model for business com-
ponents (“enterprise beans”) whose methods can be invoked either by remote
clients or by local clients.
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EJB-compliant application servers may support various protocols, but they
must support IIOP as the interoperability protocol for remote method invoca-
tions on enterprise beans. RMI over IIOP affords interoperability between EJB
components deployed in application servers provided by different vendors. It
makes enterprise bean methods available both to RMI/IIOP clients written in
Java and to CORBA clients written in various languages, including Java and
C++. Even though IIOP-enabled EJBs are not equivalent to the CORBA com-
ponents [14] defined by the OMG, they can actually be regarded as another kind
of “CORBA component.”

JBoss supports IIOP in a dynamic way. Here the word “dynamic” means
two things: (i) IIOP support is a feature that can be dynamically added to a
running server, and (ii) IIOP-enabled EJBs are dynamically deployable com-
ponents themselves. At the root of the latter point there is a major difference
between our “CORBA components” and existing Java implementations of the
CORBA Component Model (CCM). In current CCM implementations [8, 15],
component deployment involves an additional compilation step, as these sys-
tems use compilation-based approaches to generate IIOP stubs and skeletons.
Our work, on the other hand, avoids extra compilation steps by employing re-
flective techniques. It allows IIOP-enabled EJBs to be deployed into a running
server simply by dropping EJB-JAR files in the server’s deployment directory. A
change to a JBoss-specific deployment descriptor is all that is needed to convert
a non-IIOP-enabled deployment unit (which contains neither IIOP stubs nor
skeletons) into an IIOP-enabled one. There are no additional steps for stub or
skeleton generation.

This paper is organized as follows: Section 2 contains background material,
mostly extracted from [10], Section 3 presents the middleware components that
support CORBA/IIOP, Section 4 describes the proxy factories that generate
remote references to EJBs, Section 5 discusses design and implementation issues,
Section 6 reviews related work, and Section 7 presents our concluding remarks.

2 JBoss Background

2.1 JMX

Java Management Extensions (JMX) [17] is an architecture for dynamic manage-
ment of resources (applications, systems, or network devices) distributed across
a network. It provides a lightweight environment in which components — as well
as their class definitions — can be dynamically loaded and updated.

JMX components (MBeans) are Java objects that conform to certain con-
ventions and expose a management interface to their clients. A Java virtual
machine that contains JMX components must contain also an MBean server,
which provides a local registry for MBeans and mediates any accesses to their
management interfaces. At registration time, each MBean is assigned an object
name that must be unique in the context of the MBean server. In-process clients
use object names (rather than Java references) to refer to MBeans.
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To invoke a management operation on an MBean, a local client (typically
another MBean) issues a generic invoke call on the MBean server, passing the
target MBean’s object name as an argument. The client needs no information
on the MBean’s Java class, nor does it need information on the Java interfaces
the MBean implements. This very simple arrangement favors adaptation: the
absence of references to an MBean scattered across its clients facilitates the
replacement of that MBean; the absence of client knowledge about its class and
its Java interfaces enables dynamic changes both to the implementation and to
the management interface of the MBean.

JBoss uses JMX as a realization of the microkernel architectural pattern [6],
to provide a minimal kernel (the MBean server) that serves as software bus for
extensions (MBeans), possibly developed by independent parties. The MBean
server decouples components from their clients, allowing MBeans to adapt, and
their management interfaces to evolve, while their clients are active.

2.2 Service Components

On top of JMX, JBoss introduces its own model for middleware components,
centered on the concept of service component. The JBoss service component
model extends and refines the JMX model to address some issues beyond the
scope of JMX: service lifecycle, dependencies between services, deployment and
redeployment of services, dynamic configuration and reconfiguration of services,
and component packaging.

Service MBeans (also called service components) are JMX MBeans whose
management interfaces include service lifecycle operations. Deployable MBeans
(also called deployable services), a JBoss-specific extension to JMX, are service
MBeans packaged according to EJB-like conventions, in deployment units called
service archives (SARs). A service archive contains class files for one or more de-
ployable services, plus a service descriptor, an XML file that conveys information
needed at deployment time.

Service components plugged into a JMX-based “server spine” provide most
of the “application server functionality” offered by JBoss. They implement every
key feature of J2EE: naming service, transaction management, security service,
servlet/JSP support, EJB support, asynchronous messaging, database connec-
tion pooling, and IIOP support. Service components also implement important
features not specified by J2EE, such as clustering and fail-over.

2.3 Meta-level Architecture for Generalized EJBs

The conceptual definition of the EJB architecture [18] relies strongly on the
abstract notion of an EJB container. In JBoss, a set of meta-level components
works together to implement this conceptual abstraction. A generalized EJB
container is a set of pluggable aspects that can be selected and changed by
users. Extended EJB functionality is supported by a meta-level architecture
whose central features are:
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• usage of MBeans as meta-level components that support and manage base-
level EJB components;

• a uniform model for reifying base-level method invocations;
• usage of dynamic proxies as the basis for a remote invocation model that

supports multiple protocols;
• a variant of the interceptor pattern [16], used as an aspect-oriented program-

ming [11] technique.

In this section we restrict ourselves to the case of EJB clients that do not
use IIOP to interact with remote EJB components. Fig. 1 shows (in a non-IIOP
scenario) the elements of the meta-level architecture implemented by JBoss. The
base level consists of EJB components and their clients. Accordingly, we refer to
EJB interfaces as base-level interfaces. From this perspective, MBeans belong to
the meta level, and their management interfaces are meta-level interfaces.

MBean
Server

Invoker
MBean

Invoker
Proxy

Invocation Handler

EJB Client

Client-Side
Interceptors

Dynamic
Proxy

Server-Side
Interceptors

Container
MBean

EJB
Component

Server Virtual MachineClient Virtual Machine

Meta Level

Base Level

Client-Side 
Proxy

EJB
Container

invocations to base-level interfaces

flow of reified invocations

type-independent call to invocation handler

Fig. 1. Meta-level architecture for EJB: the case of a non-IIOP client

Interactions between base-level components follow a variant of the message
reification model [9]. Inter-component method invocations performed at the base
level are reified by special Invocation objects. Dynamic proxies receive all EJB
invocations executed by non-IIOP clients (which may be EJBs themselves) and
shift those invocations up to the meta level, by transparently converting them
into Invocation objects.

The gray arrows in Fig. 1 show the flow of reified invocations. The invocation
handler creates a reified invocation whenever a method call is issued on the
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client-side proxy. After traversing a chain of client-side interceptors, each reified
invocation is sent by an invoker proxy to an invoker MBean at the server-side,
where it is routed through the container MBean associated with the target EJB.

Figure 2 lists some of the fields of a reified invocation. The objectName field
identifies a container MBean. The method and args fields specify a method call
to be performed on the base-level component associated with that container.
The invocationContext conveys information that is common to all invocations
performed through the same (base-level) object reference. It always includes
information on whether the invocation target in an EJBHome or an EJBObject,
and may also specify the id of a particular EJBObject instance.

class Invocation {

Object objectName;

java.lang.reflect.Method method;

Object[] args;

InvocationContext invocationContext;

...

}

Fig. 2. Class that reifies method invocations

2.4 Remote Invocation Architecture for Non-IIOP Clients

Even though EJB clients expect typed and application-specific interfaces, EJB
containers expose the generic management operation invoke, which takes an In-
vocation parameter. This operation plays the role of meta-level gateway to the
EJBs deployed within a JBoss server. A flexible architecture supports remote in-
vocations to EJB components by exposing the invoke operation through various
protocols:
• An invoker makes the container’s invoke operation accessible to remote

clients through some request/response protocol, such as JRMP, HTTP or
SOAP.

• Client-side stubs (or client-side proxies) are dynamic proxy instances that
convert calls to the typed interfaces seen by clients into invoke calls on
remote invokers.

• Each client-side proxy has a serializable invocation handler that performs
remote calls on a given invoker, over the protocol supported by the invoker.

• Client-side proxies and their invocation handlers are instantiated by the
server and dynamically sent out to clients as serialized objects.

The pattern just outlined is independent of the request/response protocol sup-
ported by the invoker. Client-side knowledge of this protocol is confined within
the invocation handlers that clients dynamically retrieve from the server along
with serialized proxies.
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Invokers. An invoker is a service MBean that acts as a protocol-specific gateway
to multiple EJB containers in the JBoss server. All invokers currently available
in JBoss are deployable services implemented as standard MBeans. Each non-
IIOP invoker exposes an invoke method to remote clients. This method takes
an Invocation parameter and forwards the reified invocation to the container
MBean specified by the invocation’s objectName field.

Fig. 3 shows the remote invocation interface exposed by the JRMP invoker,
which makes its invoke method available to RMI/JRMP clients. Other non-
IIOP invokers implement either this interface or very similar ones.

interface Invoker extends javax.rmi.Remote {

String getServerHostName();

Object invoke(Invocation invocation);

}

Fig. 3. Generic invocation interface

Client-Side Proxies. In order to access an EJB component deployed into a
JBoss server, a client must have a reference to a client-side proxy that represents
the component. Local calls to application-specific methods are translated by the
client-side proxy into invoke calls on a remote invoker object. To perform this
translation, the proxy — or, more precisely, its invocation handler — must know
the remote invoker. The exact meaning of “knowing the remote invoker” depends
on the protocol over which the proxy interacts with the remote invoker. In the
case of a client-side proxy associated with a JRMP invoker, that phrase means
“holding an RMI/JRMP reference to the JRMP invoker.” For client-side proxies
associated with other invokers, the same phrase takes other meanings, such as
“knowing the HTTP invoker’s URL,” or (in a clustered JBoss environment)
“holding a collection of references to target invokers distributed across cluster
nodes.”

Invoker Proxies. Everything that is protocol-specific within a client-side proxy
is encapsulated within an invoker proxy. Regardless of the protocol it supports,
each invocation handler holds a local reference to an invoker proxy that imple-
ments the Invoker interface shown in Fig. 3. The invoker proxy interacts with
a remote invoker, sending Invocations and receiving results over a given proto-
col. Invoker proxies are created at the server side (as protocol-specific singletons)
and sent out to clients along with serialized client-side proxies. They provide a
good level of homogeneity to all client-side proxies.
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3 The IIOP Module

Three deployable MBeans support CORBA and IIOP as a dynamically deploy-
able feature: CorbaORBService, CorbaNamingService, and IIOPInvoker. They
are packaged together as an “IIOP module”, also known as JBoss/IIOP.

3.1 IIOP Engine

The CorbaORBService MBean is a thin wrapper around a third-party IIOP
engine, which can be any Java ORB compliant with CORBA 2.3 or later.
JacORB [4, 13], a free Java implementation of the CORBA standard, is the
default IIOP engine included in the JBoss distribution. The IIOP engine is
pluggable and may be replaced by users: attributes of the CorbaORBService
MBean determine which ORB will be used. The values of these attributes are
configurable via XML elements in the IIOP module’s service descriptor.

3.2 CORBA Naming Service

IIOP-enabled EJBs are registered with the naming service made available by
the CorbaNamingServiceMBean. Rather than allowing an external naming ser-
vice to be plugged in via MBean attributes, this MBean provides an in-process
CORBA naming service. It implements this service by reusing (through inher-
itance) code from the JacORB naming service. Users that want an external
CORBA naming service have the option of replacing the CorbaNamingService
MBean by a simpler one, which merely makes an external naming context avail-
able for EJB registration.

3.3 IIOP Invoker

The IIOPInvoker MBean differs from all other JBoss invokers in that it does
not follow the pattern outlined in Section 2.4. For interoperability with CORBA
clients written in other languages, IIOP is treated as a special case in JBoss.
Even though we have implemented and tested an experimental IIOP invoker
that strictly follows the “JBoss invoker pattern,” this is not the IIOPInvoker
included in JBoss distributions.

Non-Java clients expect application-specific interfaces to be exposed via IIOP,
because they use IDL-generated stubs. In other words, they send out IIOP re-
quests whose operation fields contain application-specific verbs. The invoker pat-
tern, however, leads to an IIOP invoker that implements an IDL interface similar
to the Java interface in Fig. 3. Such an invoker could not possibly interoperate
with CORBA clients written in other languages, as it would expect IIOP re-
quests with the verb invoke in their operation fields. Rather than implementing
the invoker pattern, the IIOPInvoker included in JBoss follows the standard
IIOP approach (albeit in a more dynamic way than most CORBA servers), and
hence it does not suffer from language interoperability problems.
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The IIOPInvokermaintains a collection of Portable Object Adapters (POAs)
and a collection of CORBA servants. Fig. 4 shows how it fits into the JBoss meta-
level architecture. The EJB client can be either an RMI/IIOP client written in
Java, or a plain CORBA client, possibly written in another language. By per-
forming a method invocation on an IIOP stub, the client causes an IIOP request
to be sent out through the client-side ORB. The server-side ORB forwards the
request to a POA, which issues an up-call to a CORBA servant. (Both the POA
and the servant are logically contained in the IIOPInvoker.) The servant then
converts the request into an Invocation object and routes the reified invocation
through the container MBean associated with the target EJB.

Meta Level

Base Level

MBean
Server

Server-Side
Interceptors

Container
MBean

EJB
Component

Server Virtual Machine

EJB
Container

IIOP Invoker
MBean

POA

CORBA
Servant

EJB Client IIOP Stub
Client-Side

ORB
Server-Side

ORB

Client Process

flow of reified invocations

invocations to base-level interfaces

calls to ORB-specific interfaces

IIOP request

call to OMG-defined interface

Fig. 4. Meta-level architecture for EJB: the case of an IIOP client

Note that the client/server interaction appears at different levels in the non-
IIOP case (Fig. 1) and in the IIOP case (Fig. 4). The interaction takes place at
the meta level in non-IIOP case, because non-IIOP invokers expose a meta-level
interface (the Invoker interface) to remote clients. The IIOPInvoker, on the
other hand, affords remote access to base-level EJB interfaces. More precisely, it
gives remote clients access to IDL counterparts (per the Java to IDL mapping)
of application-specific EJB interfaces. This is a CORBA/IIOP interoperability
requirement.

4 Proxy Factories

An EJB reference is either a reference to an EJBObject or a reference to an
EJBHome. EJB containers have the responsibility of creating such references,
which in various situations they pass to EJB clients (e.g., when a client invokes
a finder method on an EJBHome) or to EJB implementations (e.g., when a bean
implementation invokes getEJBObject() on an EJBContext).

JBoss supports two general kinds of EJB references: (i) Java references to
client-side stubs implemented as dynamic proxy instances, which are sent out to
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other virtual machines as serialized Java objects, and (ii) CORBA references,
passed across process boundaries in the IOR format standardized by the OMG.
In either case, a container MBean delegates to a proxy factory the task of creating
EJB references.

Proxy factories implement the interface partly shown in Fig. 5. Three proxy
factory classes currently implement that interface:

• ProxyFactory. Instances of this class create dynamic stubs (client-side stubs
implemented as dynamic proxies) that talk to remote invokers over various
protocols.

• ProxyFactoryHA. Instances of this class create dynamic stubs used in clus-
tered JBoss environments. (The suffix “HA” stands for “high availability.”)

• IORFactory. Instances of this class create CORBA references.

public interface EJBProxyFactory extends ContainerPlugin {

...

Object getEJBHome();

Object getStatelessSessionEJBObject();

Object getStatefulSessionEJBObject(Object sessionId);

Object getEntityEJBObject(Object primaryKey);

Collection getEntityCollection(Collection prymaryKeys);

}

Fig. 5. Proxy factory interface

4.1 Relationship between Proxy Factories and Invokers

Each proxy factory is associated with an invoker MBean. Distinct ProxyFactory
instances (or ProxyFactoryHA instances) may be bound to different invokers,
e.g.:

• A ProxyFactory associated with the JRMPInvoker creates dynamic stubs
that interact with the JBoss server via JRMP.

• A ProxyFactory associated with the HTTPInvoker creates dynamic stubs
that interact with the JBoss server via HTTP.

IORFactory instances can only be bound to the IIOPInvoker; they are currently
the only kind of proxy factory that can be associated with the IIOPInvoker.

4.2 Relationship between Proxy Factories and Containers

An EJB component deployed in JBoss has its own container, i.e., there is an one-
to-one relationship between deployed EJB components and container MBeans.
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Each container MBean owns a collection of proxy factories: it has a proxy factory
instance for every protocol supported by its EJB component. Since these proxy
factories are also associated with invoker MBeans, they define a many-to-many
relationship between container MBeans and invoker MBeans.

Invoker MBeans are shared among containers (there is one invoker per proto-
col), but proxy factories are not. A proxy factory instance knows how to create
dynamic stubs or IORs that correspond to the EJBHome or to an EJBObject
implemented by a given container. Information on the identity of that container
is included in every dynamic stub created by a ProxyFactory. The JNDI name
of the EJB deployed into that container is embedded within the object key of
every IOR created by an IORFactory.

4.3 Proxy Factory Configurations

At deployment time, the EJB deployer (an MBean that handles the deployment
of EJB components) reads container configurations from XML files and creates
containers. A container configuration has all the information the EJB deployer
needs to create a container MBean, its plug-ins, and its interceptors. This in-
cludes information on the container’s proxy factories, which are a special case of
container plug-in. For each kind of client-side proxy that a container will export
to EJB clients, the container configuration specifies a proxy factory configura-
tion. XML elements in the proxy factory configuration specify the proxy factory
class (a Java class) and the invoker MBean (that is, the protocol) to be used
by the exported proxies, as well as additional parameters, which depend on the
proxy factory class.

In the case of non-IIOP access to EJBs, XML elements in the proxy fac-
tory configuration fully specify the chain of client-side interceptors (see Fig. 1)
to be included in every dynamic stub created by that factory. No similar el-
ements exist in the configuration of a proxy factory for IIOP access to EJBs
(an IORFactory), because interceptors instantiated at the server side would not
make sense to non-Java clients. Serialized Java objects received from the server
would be meaningless to CORBA clients written in other languages.

Global Configuration. JBoss has a global configuration file that includes
default container configurations for the standard kinds of EJBs: stateless ses-
sion beans, stateful session beans, entity beans, and message-driven beans. The
global configuration file also contains alternative configurations for these kinds
of EJBs. The default container configurations support remote access to EJBs
by RMI/JRMP clients; alternative configurations support all other scenarios:
remote access to EJBs by RMI/IIOP and CORBA clients, clustered session
beans, etc. For each such scenario, the global configuration file has a proxy fac-
tory configuration, which container configurations may reference by name.

Local Configurations. A JBoss-specific deployment descriptor, optionally in-
cluded with a given EJB, may refer to an alternative container configuration
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by its name, either to specify other protocol such as IIOP, or to use some non-
standard feature such as clustering. Moreover, those deployment descriptors are
not constrained to use container configurations defined in the global configura-
tion file. A JBoss-specific descriptor may fully define a new container configura-
tion, possibly specifying plug-in and interceptor classes included within the EJB
deployment unit. More frequently, however, it will refer to a predefined container
configuration and override some elements of that configuration.

The JBoss-specific deployment descriptor in an EJB may use a predefined
container configuration and enhance it with additional proxy factory configura-
tions, possibly also taken from the global configuration file. This way one can
easily specify that an EJB should be simultaneously accessible via multiple pro-
tocols (e.g., RMI/JRMP, HTTP and IIOP).

5 IIOP Invoker and IOR Factory Internals

Recall that the EJB deployer creates an IORFactory whenever it deploys an
IIOP-enabled EJB. All IIOP-related actions taken at EJB deployment time are
performed within the initialization of the IORFactory. These actions include the
instantiation of home and bean servants, the creation of POAs, the registration
of the EJBHome in a JNDI context, and the creation of a specialized class loader
that lazily generates class definitions for RMI/IIOP stub classes.

5.1 CORBA Servants

The IIOPInvoker has two CORBA servants per IIOP-enabled EJB deployed
in JBoss: a home servant, which handles invocations on the EJBHome, and a
bean servant, which handles invocations on all EJBObject instances of the IIOP-
enabled EJB. What makes these servants interesting is that they must imple-
ment IDL interfaces not know in advance. A possible approach would instantiate
EJB servants from classes created at deployment time. Another approach would
rely on a dynamic (generic) server-side interface. To make deployment lighter,
JBoss/IIOP follows the second approach.

CORBA standardizes two dynamic interfaces for server-side request dispatch-
ing: the dynamic skeleton interface (DSI), defined in IDL and mapped to various
implementation languages, and the stream-based ORB API, specified only for
the Java case. Both are equally powerful, but the DSI requires all operation pa-
rameters and results to be wrapped into CORBA Anys. To avoid this extra cost,
JBoss/IIOP uses the stream-based API.

The CORBA servants depicted in Fig. 4 are stream-based dynamic skele-
tons that receive generic (type-independent) requests from POAs and convert
these requests into Invocation objects, which they forward (through the MBean
server) to container MBeans. Every servant knows the object name of the con-
tainer MBean to which it should forward reified invocations. Moreover, each
servant has marshalling knowledge specific to the IDL interface it implements.
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Within a servant, marshalling knowledge takes the form of a map from IDL
operation names to SkeletonStrategy objects. The SkeletonStrategy for a
given operation knows how to read the sequence of operation parameters from
an input stream, how to write into an output stream the return value of the
operation, and how to write into an output stream any exception raised by
the operation. It has an array of reader objects (instances of auxiliary classes
such as LongReader, StringReader, CorbaObjectReader, . . . ) for the operation
parameters, an instance of a writer class (e.g, a LongWriter) for the operation
result, and an ExceptionWriter for each exception that the operation may raise.

As a side note: dynamic deployment of IIOP-enabled components appears to
be a new use case for dynamic server-side interfaces. The DSI was introduced in
CORBA to allow the construction of interdomain bridges3. When Java ORBs
started to use the DSI as a portability layer for IDL-generated skeletons, a more
efficient portability layer — the stream-based ORB API — was defined. To
the best of our knowledge, previous usage of dynamic server-side interfaces was
restricted to these two scenarios (interdomain bridges and portability layer for
IDL-generated skeletons).

5.2 POA Usage

JBoss/IIOP generates CORBA references with the following lifetimes: references
to session bean instances are transient, references to entity bean instances and
to EJBHomes are persistent. (This choice of reference lifetimes is quite natural,
albeit not mandated by EJB specification. Moreover, it allows EJB handles and
home handles to be implemented as thin wrappers around IORs.) Accordingly,
JBoss/IIOP registers session bean servants with POAs that have the TRANSIENT
liefespan policy, while it registers entity bean and home servants with POAs that
have the PERSISTENT lifespan policy.

An XML element in the configuration of an IIOP proxy factory (IORFactory)
specifies either per-servant or shared POAs. In the per-servant case, there are
two POAs per deployed EJB: one for the home servant (a PERSISTENT POA),
the other for the bean servant (either a TRANSIENT POA or a PERSISTENT POA,
depending on the kind of EJB). This pair of POAs is created at deployment
time. In the shared case, no POAs are created at deployment time. All deployed
EJBs share a pair of POAs: a PERSISTENT POA dispatches requests to home
and entity bean servants, a TRANSIENT POA dispatches requests to session bean
servants.

The default IORFactory configuration specifies per-servant POAs, which are
preferred because they make it possible to specify tagged components (such as
codebase components for stub downloading) that should be added to specific
IORs. The tagged components included in the IORs created by a given POA
are determined by policy objects associated with that POA. The per-servant

3 Such a bridge must implement CORBA objects that act as proxies for objects in
another domain, with no compile-time knowledge of the interfaces of those CORBA
objects.
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configuration thus allows the specification of IOR components on a per-EJB
basis.

5.3 Registration of EJBHomes

At deployment time, the EJBHome of an IIOP-enabled EJB is registered with
the in-process CORBA naming service. It may also be optionally registered with
JNP (Java Naming Provider), a JBoss-specific naming service that implements
the JNDI APIs.

5.4 Lazy Generation of RMI/IIOP Stub Classes

An IORFactory can be optionally4 associated with a web class loader that gener-
ates RMI/IIOP stub classes in a lazy way. The web class loader is an instance of
WebCL, a subclass of URLClassLoader. Besides performing on-the-fly generation
of stub classes, WebCL has a method getBytes, which returns a byte code array
given a Class instance.

Recall that RMI/IIOP stub classes are named by appending the suffix “ Stub”
to names of remote Java interfaces. When a WebCL instance is asked to load the
class Foo Stub, it performs Java introspection on interface Foo, applies the Java
to IDL mapping on Foo, and uses code generation techniques to generate a byte
code array with the class file for Foo Stub, from which it obtains a Class in-
stance. The WebCL instance keeps the byte code array in a hash map and returns
this array whenever it is asked (via getBytes) for the byte code definition of the
Foo Stub class.

JBoss includes an in-process web server that allows remote clients to dynam-
ically download class files via HTTP. A client downloads a class file by issuing
an HTTP request for a resource whose name has two parts: (i) the id of a
WebCL instance that can load the class, and (ii) the full name of the requested
class file. When the web server receives such a request, it uses the WebCL both
to obtain a Class object and to retrieve the class file given the Class object.
RMI/IIOP stubs are therefore generated in a lazy way, as the web server receives
requests from RMI/IIOP clients. If the server receives no download requests for
the stub class associated with some EJB interface (perhaps because the EJB
does not have any RMI/IIOP clients, but only CORBA clients), then no byte
code generation is ever performed for that stub class.

In the default IORFactory configuration, every IORFactory has its own
WebCL instance. (In other words, there is a web class loader per IIOP-enabled
EJB.) Moreover, an IORFactory includes information on its web class loader
in each IOR it creates. Such an IOR has a tagged component that specifies a
codebase URL for RMI/IIOP stub downloading. The path component in this
URL identifies the web class loader of the IORFactory that created the IOR.

4 The usage of a web class loader is specified by an XML element in the proxy factory
configuration.
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6 Related Work

The JBoss meta-level architecture resembles FlexiNet [12], a Java middleware
system that exploits reflective techniques in order to support flexible remote
method invocation paths and multiple protocols, including IIOP. However, Flexi-
Net does not define an application component model, nor does it address com-
ponent deployment issues.

OpenCOM [7] is a lightweight component model upon which an adaptive
ORB has been implemented. As an in-process model built atop a subset of
Microsoft’s COM, OpenCOM appears more suitable for very fine-grained com-
ponents than the JBoss service component model. It supports dependence man-
agement, reconfiguration, and method call interception. Nevertheless, OpenCOM
does not address deployment issues, nor does it support dynamic loading of com-
ponent classes from remote locations.

Research prototypes have recently made significant advances at addressing
dynamic deployment issues and supporting multiple protocols in component-
based systems [1, 3, 5]. Unlike JBoss, these systems generally employ non-
standard architectures and support component models not as well-established
as EJB.

Very little has been published about the internal architecture of commer-
cial J2EE servers. While JBoss employs reflective techniques, most commercial
servers use compilation-based approaches. Nonetheless, the JBoss meta-level ar-
chitecture appears to have important features in common with IONA’s ART
(Adaptive Runtime Technology) framework, which relies on the chain of respon-
sibility pattern in order to support different transports, protocols, and intercep-
tors, as well as different kinds of containers [20]. IONA uses ART as the basis
for various middleware products, including a J2EE server.

Facilities for agile deployment of EJBs were absent from commercial J2EE
servers until recently. In early J2EE products, the EJB deployment process even
included a server restart. After JBoss introduced hot deployment of EJB com-
ponents, this feature found its way into commercial servers, albeit with some re-
strictions. For example, BEA’s WebLogic 8.1 supports hot deployment of EJBs,
but does not recommend its usage in production environments [2]. Nearly all
commercial offerings require vendor-specific EJB container or CORBA servant
classes to be statically generated as part of the deployment process. In the case
of IIOP-enabled EJBs, all other servers still require extra compilation steps
for stub and skeleton generation. JBoss supports dynamic deployment of IIOP-
enabled EJBs in a much stronger sense: a running server accepts IIOP-enabled
deployment units that contain no JBoss-specific classes (such as EJB container
or CORBA servant classes), no IIOP skeletons, and no IIOP stubs.

7 Concluding Remarks

Flexibility, developer friendliness, and ease of use are crucially important qual-
ities in an application server. In fact, they have been frequently mentioned as
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reasons for the popularity of JBoss. The ability of deploying components on-
the-fly has a very strong influence on those qualities. The absence of additional
compilation steps, such as IDL translation, is also a significant positive factor
for developer friendliness.

One of the main design goals of JBoss/IIOP was to support IIOP-enabled
components without sacrificing the levels of flexibility, developer friendliness and
ease of use that JBoss had already reached in the non-IIOP case. Toward this
end, we have taken a reflective approach to CORBA/IIOP, and particularly to
IIOP-enabled EJB components. This paper presented in detail the design and
the implementation of a set of middleware components that strongly relies on
reflection to meet the goal of making EJB deployment easy. Emphasis was placed
on dynamic deployment issues, including the instantiation of CORBA servants
for IDL interfaces not known in advance, the creation of POAs, and the lazy
generation of RMI/IIOP stubs. Those issues were discussed in the context of a
J2EE application server, but we believe that our techniques are equally appli-
cable to CCM servers and to other highly dynamic component environments, in
areas such as mobile computing and grid computing.
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Abstract. Plugins are optional components which can be used to en-
able the dynamic construction of flexible and complex systems, passing
as much of the configuration management effort as possible to the system
rather than the user, allowing graceful upgrading of systems over time
without stopping and restarting. Using plugins as a mechanism for evolv-
ing applications is appealing, but current implementations have limited
functionality. In this paper we present a framework that supports the
construction and evolution of applications with a plugin architecture.

1 Introduction

Almost all software will need to go through some form of evolution over the
course of its lifetime to keep pace with changes in requirements and to fix bugs
and problems with the software as they are discovered. Maintaining systems
where components have been deployed is a challenging problem, especially if
different configurations of components are deployed at different sites.

Traditionally, performing upgrades, fixes or reconfigurations of a software
system has required either recompilation of the source code or at least stopping
and restarting the system. High availability systems have high costs and risks
associated with shutting them down for any period of time [18]. In other situa-
tions, although continuous availability may not be safety or business critical, it
is simply inconvenient to interrupt the execution of a piece of software in order
to perform an upgrade.

It is important to be able to cater for the evolution of systems in response to
changes in requirements that were not known at the initial design time (unantici-
pated software evolution). There have been a number of attempts at solving these
problems at the levels of evolving methods and classes [5,2], components [13]
and services [19]. In this paper we consider an approach to software evolution at
the architectural level, in terms of plugin components.

Oreizy et al [18] identify three types of architectural change that are de-
sirable at runtime: component addition, component removal and component re-
placement. It is possible to engineer a generalised and flexible plugin architecture
which will allow all of these changes to be made at runtime.

W. Emmerich and A.L. Wolf (Eds.): CD 2004, LNCS 3083, pp. 97–112, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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The benefits of building software out of a number of modules have long been
recognised. Encapsulating certain functionality in modules and exposing an in-
terface evolved into component oriented software development [3]. An impor-
tant difference between plugin based architectures and other component based
architectures is that plugins are optional rather than required components. The
system should run equally well regardless of whether or not plugin components
have been added. Plugins allow the possibility of easily adding components to
a working system after it has been deployed, adding extra functionality as it is
required. Plugins can be used to address the following issues:

– the need to extend the functionality of a system,
– the decomposition of large systems so that only the software required in a

particular situation is loaded,
– the upgrading of long-running applications without restarting,
– incorporating extensions developed by third parties.

Plugin systems have previously been developed to address each of these dif-
ferent situations individually, but the architectures designed have generally been
quite specifically targeted and therefore limited. Either there are constraints on
what can be added, or creating extensions requires a lot of work on behalf of the
developer, writing architectural definitions that describe how components can be
combined [17]. In this paper we describe a more generalised and flexible plugin
architecture, not requiring the connections between components to be explicitly
stated.

In the remainder of this paper we describe the implementation of a platform
for managing plugin-based applications, which we call MagicBeans. We highlight
some technical issues of particular interest, and present a case study of the system
in use. Finally we discuss related work and future directions.

2 The Software

We have implemented a generalised infrastructure for our plugin architecture,
which we call MagicBeans. In this section we describe the requirements and
details of the implementation. We also present an example application that runs
on top of the MagicBeans platform. This application is a large piece of analysis
software, which has been extended in various ways through plugin components.

2.1 Requirements

To enable the evolution of software systems through the addition, removal and
coordination of plugin components at runtime, we require some kind of runtime
framework to be built. We have a number of functional requirements for the
system.

The framework should form a platform on top of which an application can
run. The platform should launch the application, and from then on manage the
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Application Plugin

MagicBeans platform

Adder

Fig. 1. Platform architecture managing a two component application

configuration of plugin components. It should work as automatically as possible,
so that the right interfaces and classes from each component are detected and
loaded, and components are matched and bound appropriately by the frame-
work. It should be possible to plug components together in chains and other
configurations. The configuration should be managed entirely by the platform.

Using the plugin platform should have minimal impact on the developer or
the user (or system administrator). The developer should not be forced to design
their software in a particular way, to make extensive calls to an API, or to write
complex descriptions of their components in any form of architecture description
language. There should be no particular installation procedure that needs to be
gone through in order to add a component, simply allowing the platform to
become aware of the new component’s location should be enough.

The mechanism by which new components are introduced to the system
should not be prescribed by the platform. It should be possible to adapt easily
the framework to allow components to be added in new ways, for instance:
located by a user, or discovered in the filesystem or network, etc.

2.2 Implementing Plugin Addition

MagicBeans is implemented in Java, and allows a system to be composed from a
set of components, each of which is comprised of a set of Java classes and other
resources (such as graphics files) stored in a Jar archive.

When a new plugin is added to the system, the platform searches through
the classes and interfaces present in the new component’s Jar file to determine
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what services are provided and required by the new component, and how it can
be connected to the components currently in the system.

A class signifies that it provides a service by declaring that it implements an
interface. In the example below, we show an AirBrush component that might be
added as an extension to a paint program. The AirBrush class implements the
GraphicsTool interface. It can be added to any application that can accept a
GraphicsTool as a plugin.

interface GraphicsTool {

void draw( int x, int y, Canvas c );

}

class AirBrush implements GraphicsTool {

void draw( int x, int y, Canvas c ) {

//implement drawing code here

}

}

A component that can accept a plugin has a slightly more complex design.
Here we show a paint program that can accept and use our GraphicsTool plugin.
For a component to use the services provided by a plugin, it must obtain a
reference to an object from the plugin. This is achieved through a notification
mechanism. The mechanism is based on the Observer pattern [6]. Any object
can register with the platform to be notified when a new binding is made which
is relevant to it.

To register as an observer, an object calls the following (static) method in
the PluginManager class:

PluginManager.getInstance().addObserver( this );

This only registers that an object is interested in new plugins, but does not
specify the plugin type. An object signifies that it can accept a plugin of a certain
type by declaring a method pluginAdded(...) that takes a parameter of that
type, in this case GraphicsTool

When the AirBrush plugin is added, observing objects with a pluginAdded()
method that can take a GraphicsTool as their parameter are notified. This is
done by calling the pluginAdded() method, passing a reference to the new
GraphicsTool object, through which methods can be called. It is normal to
assign this reference to a field of the object or add it to a collection within
pluginAdded() so that the reference is maintained. In the example below, the
new tool is added to a list of all the available tools.

Classes can define multiple pluginAdded()methods with different parameter
types, so that they can accept several different plugins of different types.
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class PaintProgram {

List tools;

GraphicsTool current;

PaintProgram() {

PluginManager.getInstance().addObserver( this );

}

void pluginAdded( GraphicsTool gt ) {

tools.add( gt );

}

void redrawScreen() {

for ( Iterator i = tools.iterator() ; i.hasNext() ; ) {

drawButton( (GraphicsTool)i.next() );

}

...

if ( current != null ) {current.draw( x, y, o_canvas );}

...

}

}

For each component, the plugin manager iterates through all of the classes
contained inside the Jar file, checking each for implemented interfaces (provi-
sions) and pluginAdded() methods, and finding all the pairs that are compat-
ible. For a class to be compatible with an interface, it must be a non-abstract
subtype of that interface. The matching process is performed using Java’s reflec-
tion [8], custom loading [14] and dynamic linking features, which allow classes
to be inspected at runtime. If a match is found, a binding between the two com-
ponents is added to the system. The class in question is instantiated (if it has
not been already), and the notification process is triggered.

There are various mechanisms through which plugins could be introduced to
the system, and which is chosen depends on the developer and the application.
Possibilities include that the user initiates the loading of plugins by selecting
them from a menu, or locating them in the filesystem; that the application
monitors a certain filesystem location for new plugins; or that there is some sort
of network discovery mechanism that triggers events, in the manner of Sun’s
Jini [12]. MagicBeans does not prescribe the use of any of these. It uses a known
filesystem location as a bootstrap, but components that discover new plugins
can be added to the platform in the form of plugin components themselves (the
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platform manages its own configuration as well as that of the target application)
which implement the Adder interface. Figure 1 shows an example of the platform
running, managing an application extended with one plugin, with an Adder
component plugged in to the platform itself. Each Adder is run in its own thread,
so different types can operate concurrently. Whenever an Adder becomes aware
of a new plugin, it informs the platform and the platform carries out the binding
process. We have written example applications that load plugins from a known
filesystem location, and that allow the user to load plugins manually using a
standard “open file” dialog box.

2.3 Plugin Removal

As well as adding new plugins to add to the functionality of a system over time,
it may be desirable to remove components (to reclaim resources when certain
functionality is no longer needed) or to upgrade components by replacing them
with a newer version. Together these form the three types of evolution identified
in [18].

Removal is not as straightforward as addition. In order to allow for the re-
moval of components, we need to address the issue of how to revoke the bindings
that were made when a component was added. The platform could remove any
bindings involving the component concerned from its representation of what is
bound to what, but when the component was added and bound, the classes
implementing the relevant interfaces were instantiated, and references to them
passed to the components to which they were connected. These components will
retain these references and may continue to call methods on the objects after the
platform has removed the bindings. It is not possible to force all of the objects in
the system to release their references. If the motivation for removing the plugin
was to release resources then this objective will not be met.

We can have the platform inform any components concerned when a plu-
gin is about to be removed. This is done using the same observer notification
mechanism as we use when a component is added, but calling a different method
pluginRemoved(). Any references to the plugin or resources the component pro-
vides should then be released. For example:

class PaintProgram {

...

void pluginRemoved( GraphicsTool gt ) {

tools.remove( gt );

}

}

When all of the notifications have been performed, the bindings can be re-
moved. However, this technique relies on the cooperation of the plugins. We
cannot force references to be released, only request that components release
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them. Components could be programmed simply to ignore notifications (or may
not even register to be notified) and in this case will continue to retain their
references after a binding is removed.

As a solution to this problem, in addition to using the notifiation mechanism,
when classes providing services are initially instantiated, instead of providing an-
other component with a reference directly to that object, the reference passed
is to a proxy. All the references to the objects from the plugin are then under
the control of the platform, as the platform maintains a reference to each proxy.
When a component is removed, the reference from each proxy to the object that
provides its implementation can be nullified, or pointed at a dummy implemen-
tation. In this way we can force that resources are released. In the event that at
component does try to access a plugin that has been removed, we can throw a
suitable exception.

In order to provide this level of indirection, we use Java’s Proxy class (from
the standard API) to create a proxy object for each binding created. The Proxy
class allows us to create an object dynamically that implements a given inter-
face (or interfaces), but which, when a method is called, delegates to a given
InvocationHandler which actually implements the method or passes the call
on to another object. Using this mechanism, the implementation of the method
can be switched or removed at runtime simply by reassigning object references.
This gives us exactly what we need. When a plugin is removed we can nullify
the reference to the delegate. When a method is called we check for the presence
of a delegate, and if it has been removed throw a suitable exception back to the
caller.

Another major concern is deciding when it is safe to remove a component.
For instance, it will be very difficult to replace a component if the system is
currently executing a method from a class belonging to that component. This
problem is solved by synchronising the methods in the proxy object, so that a
component cannot be removed whilst another object is in the midst of executing
a method supplied by this component.

2.4 Plugin Replacement

We can perform plugin replacement in order to effect an upgrade of a system.
However, before removing the old component, checks must be made to ensure
that the new version is compatible.

A safe criterion for compatability of components might be that the new one
must provide at least the services that the one it is replacing provides, and must
not require more from the rest of the system [22]. In this way we can compare
two components in isolation to decide whether one is a suitable substitute for
the other.

However, in the case of plugin systems, there are a few more subtleties to be
considered. With plugin systems, components that are used by other components
are not strictly required but optional extensions that may be accepted. Therefore,
in comparing components for compatability we do not need to consider the case
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of what the components require, only what they provide. It is only this that is
critical to the success of the upgrade.

Also, as we are performing upgrades at runtime, during system operation,
we have more information than we would have if we just had the components
in isolation. At any point the MagicBeans platform knows the current structure
of the system, and so knows which of the interfaces that a plugin provides are
actually being used (those for which a binding has been created during the
addition process). We can therefore say that new component is safe to replace
another if it provides at least the same services as those that are provided by
the old one, and are currently being used.

For example, we might have a component Brush which contains classes that
implement GraphicsTool and Help. We can use this plugin with a graphics
application as was shown previously, which will use the GraphicsTool interface.
We could also use it with an application that allowed help to be browsed, or an
application that combined both of these features. However, let us consider the
case where we are using the Brush with our simple paint application. In this
case, only the GraphicsTool interface will be used.

We may now write or purchase a new tool, say a SuperBrush. We want
to upgrade the system to use this instead of the Brush. The SuperBrush does
not provide the Help interface, but its implementation of GraphicsTool is far
superior. If we use our first criterion for deciding compatability, then we will
not be able to upgrade from a Brush to a SuperBrush, as SuperBrush does not
provide all the services that Brush does. However, if we use the second criterion,
then in the context of the simple paint application, SuperBrush provides all the
services that are being used from Brush, (i.e. just GraphicsTool) and so we can
perform the upgrade.

Replacement could be done by first removing the old component, and subse-
quently adding the new one, using the mechanisms as described above. However,
due to the presence of the proxy objects which allow us to manange the refer-
ences between plugins, we can swap the object that implements a service, without
having to notify the client that is using it. In this way it is possible to effect a
seamless upgrade.

3 Technical Innovations

3.1 BackDatedObserver

There are some cases in which the notification system described above has limi-
tations. If, on adding a new plugin, multiple bindings are formed, it may be the
case that bindings are created before the objects that will observe the creation
of these bindings have been initialised and registered as observers.

For example, consider the case where we have two components, each providing
one service to and accepting one service from the other. If component A is
already part of the system, and component B is added, a binding may be formed
connecting B’s requirement with A’s provision. Currently no observers from B
have registered, and so none are informed of the new binding.
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A second binding is then formed between B’s provision and A’s requirement.
At this point, a class from B is instantiated. A reference to this object is passed
to any observers in A. During the creation of the object from B, the constructor
is run, and the object registers as an observer with the PluginManager. As
the registration is too late, although the PluginManager matched two pairs of
interfaces to create bindings, the situation that results is that A holds a reference
to B, but not the other way around.

To solve this problem, we introduce the notion of a BackDatedObserver. This
is an observer which, on registering, has the opportunity to catch up on previous
events that occurred before it registered, but which are relevant to it. In the last
example, having the observers register as BackDatedObservers would mean that
the observer from B would be passed a reference to the object from A as soon
as it registers, and it would be possible to call methods in both directions.

Implementing this variation on the traditional observer pattern requires that
the participant that performs the notification keeps a history of past events, so
that it can forward them to new observers when they register.

3.2 Distinguishing Components

In order to be able to tell which observers need to be notified about which new
bindings, it is necessary to maintain a record of which objects come from which
components. That is to say, which component contains the class from which the
object was created. This could be done by calling a special factory method that
would create objects and update the relevant data structures. However, such a
scheme would impinge greatly on the natural style of programming. It would be
necessary for the programmer to write something like:

A myA = (A)ObjectFactory.create( ‘‘A’’ );

instead of the usual

A myA = new A();

There are a number of problems with this. Firstly, it is a lot more cumber-
some to write. Secondly, it removes static type safety. Thirdly, we cannot force
programmers to use this mechanism, and no information will be recorded about
any objects created in the normal style.

In a language that allows operator overloading (for example C++), we could
implement a new operator that performs the appropriate record keeping, allowing
object creation using the normal syntax. However, operator overloading is not
available in Java.

The solution to this problem that has been adopted utilises the fact that in
Java every object created holds a reference to its class, and every class in turn to
its class loader. By associating a separate class loader with each plugin compo-
nent, we can group objects into components on the basis of their class loaders.
In fact, we made the class Component, which manages all of the information
relevant to a particular plugin, a subclass of java.lang.ClassLoader, so that
for any object, calling
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getClass().getClassLoader()

will return a reference to its Component.

3.3 Multi-methods

As all of the objects that come from plugin components may be of types that
are unknown to the MagicBeans platform, objects are created using reflection,
and the references that are used to point to them have the static type Object,
which is the ultimate superclass of all classes in Java.

If the PluginManager were to attempt to call one of the pluginAdded()
methods in a component, it would pass a parameter with static type Object and
the Java runtime would require that the method being called took a parameter
of type Object even if the dynamic type of the parameter was something more
specific.

In fact, during the compilation of the plugin component, the Java compiler
will complain that there is no method pluginAdded( Object o ). If the devel-
oper adds this method, this is the one that will be called at runtime, regardless
of the dynamic type of the parameter passed. The reason for this is that methods
in Java are only dispatched dynamically on the type of the receiver, not that of
the parameters [7].

This causes a problem as we wish to use pluginAdded() methods with dif-
ferent parameter types to specify the types of plugin that a component can
accept.

In the implementation of MagicBeans we have overcome this problem by us-
ing reflection to dispatch certain methods dynamically on the parameter types as
well as the receiver. This is often called “double-dispatch” or “multi-methods” [4].

We created a class MultiMethod which has a static method dispatch()
which takes as parameters the intended receiver, the name of the method and
the parameter.

MultiMethod.dispatch( receiver , ‘‘pluginAdded’’ , parameter );

Reflection is used to search through the methods of the given receiver to
find one with the given name and a formal parameter type that matches that
of the parameter passed as closely as possible. This method is then invoked,
again using the reflection mechanism. Double dispatch is only used when call-
ing the pluginAdded() and pluginRemoved() methods, not for any subsequent
calls between components. This means that the performance penalty incurred
by calling methods in this way is kept to a minimum.

4 Case Study: Extensible LTSA

The Labelled Transition System Analyser (LTSA) [10] is a Java application that
allows systems to be modelled as labelled transition systems. These models can
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be checked for various properties, making sure that either nothing bad hap-
pens (safety) or that eventually something good happens (liveness). The core
functionality of LTSA is to take textual input in the form of the FSP process
calculus, to compile this into state models which can be displayed graphically
and animated, and to check properties of these models.

Fig. 2. LTSA tool running with plugins

On top of this core functionality, various extensions have been built, notably
to allow more illustrative animations of the behaviour of models; to allow FSP
to be synthesised from graphical Message Sequence Charts (MSCs) representing
scenarios [23] so that properties of these scenarios can be analysed; to harness
the sructural information given by the Darwin architecture definition language
(ADL) in generating models; and to provide a facility for interacting with be-
haviour models by means of clicking items on web pages served over the internet
to a web browser [21]. The various extensions have been implemented as plugins
using MagicBeans. Figure 2 shows the LTSA tool running with three plugins con-
nected. The console windows shows the output from MagicBeans as it loaded and
bound the plugin components. The MSC and ADL plugins interact directly if
both are present. Figure 3 shows the different classes and interfaces in the differ-
ent components of LTSA. The grey boxes represent components which contain
classes and interfaces. These are all loaded and managed by the MagicBeans
platform (not pictured). The dashed arrows signify implementation of an inter-
face, so the class MSCSpec implements the FSPSource interface. These interface
implementations form the basis for the bindings between the components. For
example, the ADL Editor can use an FSPSource, and an implementation of this
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is provided by the MSCPlugin component, so when both of these plugins are
present, a binding is formed between them.

More extensions for LTSA are currently in development and the use of the
plugin framework has made it very easy to for different parties to develop new
functionality and integrate it with the tool.

The aim of using the plugin architecture was that rather than having one
monolithic tool which combined all of the above functionality, the different ex-
tensions could be encapsulated in separate modules, and only the modules that
the user required would be loaded. This selection of features should be able to
be done in a dynamic way, so that no changes to the source code need to be
made in order to add or remove features. The use of the MagicBeans platform
provides this.

By providing a standard interface for LTSA plugins, the core of the appli-
cation can use any extensions that the user requires. To use a new plugin, all
that the user has to do is to drop the relevant Jar file into a certain directory.
The application interrogates each plugin to find out whether it provides certain
types of GUI features (menus, tool bar buttons etc) that should be added to
main application’s user interface. The plugins then respond to the user click-
ing on the buttons or menus by executing code from handler classes inside the
relevant extension component.

MSCPlugin

FSPSource

ADL Editor

MSCSpec

LTSAPlugin

Main

Model
Checker

LTSA
MSC Editor

Darwin Plugin

*

Fig. 3. Class diagram showing classes in different plugins
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5 Related Work

5.1 JavaBeans

JavaBeans [11] is Sun’s original component technology for Java. Beans are formed
by packaging classes and other resources into Jar files, but the focus is on com-
bining and customising Beans to create an application using a graphical builder
tool. They are commonly used for combining user interface components to create
a complete GUI. The technology that we have presented here differs from this
approach in that we intend the coordination of components to form applications
to be as transparent as possible, and to be performed in a way that is reactive
to the other components that have already been deployed in the system.

5.2 OSGi and Gravity

The Open Services Gateway initiative (OSGi) [20] Service Platform is a spec-
ification for a framework that supports the dynamic composition of services.
An implementation of this specification can be integrated into applications to
provide a plugin or extension mechanism. OSGi compliant applications work by
managing “bundles” that are registered with a platform. Clients can query the
OSGi registry for components that provide a certain service.

Gravity is an application that uses Oscar [9], an implementation of OSGi, to
allow applications to be built dynamically from components that may vary in
their availability. In order to use a bundle with Gravity, the component needs to
contain an XML description of its provided and required services, which is not
the case with MagicBeans.

5.3 Java Applets

Java applets [1] allow modules of code to be dynamically downloaded and run
inside a web browser. The dynamic linking and loading of classes that is possible
with Java allows extra code, extending the available functionality, to be loaded
at any time.

A Java program can be made into an applet by making the main class extend
java.applet.Applet and following a few conventions. The name of this main
class and the location from where the code is to be loaded are included in the
HTML of a web page. A Java enabled browser can then load and instantiate this
class.

The applet concept has proved useful in the relatively constrained environ-
ment of a web browser, but it does not provide a generalised mechanism for
creating extensible applications. As all applets must extend the provided Applet
class, it is not possible to have an applet which has any other class as its parent
(as Java has single inheritance).
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5.4 Lightweight Application Development

In [15] Mayer et al present the plugin concept as a design pattern (in the style
of [6]) and give an example implementation in Java. The architecture described
in the design pattern is similar to that used by MagicBeans. It includes a plu-
gin manager that loads classes and identifies those that implement an interface
known to the main application.

Their work does allow for one application to be extended with multiple plu-
gins, possibly with differing interfaces, but makes no mention of adding plugins
to other plugins.

The plugin mechanism is described in terms of finding classes to add to the
system, where we work in terms of components. Although our components do
contain sets of classes (along with other resources such as graphics), it is the
component as a whole that is added to provide the extension to the system.

5.5 ActiveX

ActiveX is a technology developed by Microsoft in the 1990’s. ActiveX con-
trols are reusable software components that can add specialised functionality to
web sites, desktop applications, and development tools [16]. They are primarily
designed for creating user-interface elements that can be added to container ap-
plications. There is no standard mechanism for establishing peer-to-peer connec-
tions between ActiveX components, only between the container and the control.
This means that the configurations that can be created are a lot less flexible
than what can be achieved using the MagicBeans framework.

5.6 Eclipse

The Eclipse Platform [17] is designed for building integrated development envi-
ronments. It is built on a mechanism for discovering, integrating and running
modules which it calls plugins.

Any plugin is free to define new extension points and to provide new APIs
for other plugins to use. Plugins can extend the functionality of other plugins
as well as extending the kernel. This provides flexibility to create more complex
configurations.

Each plugin has to include a manifest file (XML) providing a detailed de-
scription of its interconnections to other plugins. The developer needs to know
the names of the extension points present in other plugins in order to create
a connection with them. With the MagicBeans technology, the actual Java in-
terfaces implemented by classes in plugins are interrogated using reflection, and
this information is used to organise and connect components.

On start-up, the Eclipse Platform Runtime discovers the set of available
plugins, reads their manifests and builds an in-memory plugin registry. Plugins
cannot be added after start-up. This is a limitation as it is often desirable to
add functionality to a running program without having to stop and restart it.
Version 3.0 of Eclipse will address this by using an OSGi implementation to
manage plugins.
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6 Conclusions

We have presented a system of plugin components that allows flexible applica-
tions to be constructed by deploying sets of components that are combined to
form a system. Functionality can be added to an application over time, as it is
required or becomes available, by deploying a new component alongside those
that are already in use by the system. Components that are no longer needed
can be removed, allowing resources to be reclaimed, and components can be
replaced when later versions become available.

We described MagicBeans, a platform supporting self-assembling systems
of plugin components, written in Java. The platform allows applications to be
constructed and reconfigured dynamically at runtime. It allows the architecture
of an application to be altered by adding, removing or replacing components,
without halting execution or having to restart the system.

We showed how to write a program that uses the MagicBeans framework
to allow components to be be added and removed dynamically, demonstrating
that the extra code that a developer needs to write to take advantage of the
system is minimal. We also discussed some of the technical challenges involved
in implementing the platform.

Future work in this area could address the problems of coordinating com-
ponents deployed across a distributed environment, or look at the possibility of
expressing some sort of structural constraints or goals for the system, so that
when components are assembled, not only are interfaces matched, but a certain
structure, say a ring, is maintained. This could involve inserting components
between components that are already connected, which is not something that
our system currently allows.
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Abstract. In this paper we present a framework defining the architec-
ture of systems providing software components with means to contractu-
alise their resource access conditions with their deployment environment
dynamically. We also present the Jamus platform, a prototype we have
developed in order to show how our framework can be used to support
the dynamic definition and enforcement of contracts binding components
and their deployment environment regarding resource access conditions.

1 Introduction

Software components are emerging as fundamental architectural elements in the
software industry. It can actually be expected that, in a near future, the de-
velopment of application programs shall be reduced to the selection and the
assembly of pre-existing off-the-shelf components. However, this prediction will
not be confirmed unless software components can themselves be considered as
reliable, effective, and flexible elements. It is our conviction that, to achieve this
goal, attention should be paid to the functional properties as well as to the
non-functional properties of components.

The current software component models (Ejb [12], Corba [1], Fractal [5],
etc.) allow developers to specify within descriptors some kinds of non-functional
properties of software components, such as persistence or security. On the one
hand, these models do not allow developers to specify the non-functional prop-
erties pertaining to the resources components need to use at runtime. Yet, all
software components are not equivalent regarding resource utilisation: some com-
ponents can run perfectly with sparse resources and without any guarantee about
the availability of these resources, whereas other components require guarantees
regarding resource availability in order to provide their users with a certain level
of quality of service (e.g. distributed multimedia components: video on demand,
online music). In such a context, it is our opinion that components should be
able to describe their resource requirements in terms of access permissions, quo-
tas and availability constraints. Additionally, deployment environments should
be able to take these requirements into account. Because of the heterogeneity of
the equipments on which components are likely to be deployed nowadays (e.g.
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mobile phones, PDAs, laptops, workstations), we believe that software compo-
nents should also be able to adapt their behaviour to their execution context
(i.e. to the resources that can be offered to them).

In this paper, we present a generic, modular and extensible framework we
have designed to reach the goals we have just mentioned. This framework defines
the overall structure of systems that enable software components to dynamically
contractualise their resource access conditions with their deployment environ-
ment. In this paper, we also present the Raje environment and the Jamus
platform we have developed in order to demonstrate how our framework can
be used. Raje (Resource-Aware Java Environment) is an extensible Java envi-
ronment that provides facilities to handle resources using objects. Jamus (Java
Accommodation of Mobile Untrusted Software) is an open platform dedicated
to hosting potentially untrusted components. In Jamus, emphasis is put on pro-
viding a safe and guaranteed runtime environment for hosted components, as
well as guaranteed QoS as far as resource availability is concerned.

The remainder of this paper is organised as followed. Section 2 presents the
framework we have designed to support dynamic resource contractualisation.
Section 3 presents the Raje environment and the Jamus platform. Section 4
gives some performance results of the Jamus platform. Related work is presented
in section 5. Section 6 concludes this paper.

2 Framework

To solve the problems we have underlined in the previous section, we propose
to define and to capture within contracts the behavioural dependencies binding
components and their deployment environment regarding resource access condi-
tions.

Contracts can be used by components to provide their deployment environ-
ment with indication about the context in which they want run. Contracts can
also be used by deployment environments to inform components about the re-
source access conditions assigned to them (i.e. information about their execution
context).

Resources offered by the environments on which components are liable to be
deployed (e.g. PDAs, laptops, workstations) can be radically different. It is thus
necessary to build a generic, modular and extensible system supporting resource
contractualisation. To achieve this goal, instead of designing a ready-to-use sys-
tem, we have designed a framework defining the structure of such a system. A
system supporting dynamic resource contractualisation can thus be defined by
specialising our framework (i.e. by providing implementations of the function-
alities of our framework). To build their system, developers can either use the
pre-defined implementations we provide, or define their own implementations. A
system designed in this way is thus perfectly suited to the developers needs. Our
framework, whose architecture is presented in Figure 1, is structured as a set
of distinct functionalities organised in two levels. The first (and lower) level of
the framework defines a set of functionalities necessary to monitor and manage
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resources. The second (and higher) level defines functionalities to support the
definition, the evaluation and the monitoring of contracts. It is worth mentioning
that the functionalities defined by the first level can be used to build systems
supporting resource contractualisation, but also to build adaptive components
or secure open environments (since such components and environments need to
be able to monitor resource utilisation at runtime).

Level 2

Resource Monitoring

Component Monitoring

Level 1Resource Management

Contract Management

Resource Reification

Admission Control

Fig. 1. The framework architecture

2.1 First Level’s Functionalities

Resource Reification. In order to ease resource reification, our framework pro-
vides a set of interfaces reflecting a resource taxonomy. This taxonomy makes
it possible to classify resources depending on whether they are observable, lis-
tenable, lockable, shareable, reservable or limitable. These interfaces are used to
define the operations that should be provided by the resource objects (i.e. by
the reified resources). For instance, on an operating system that offers mecha-
nisms to observe and reserve the CPU resource, then the object modelling this
resource should implement the Observable and the Reservable interfaces. This
implementation makes it possible to observe and to reserve the CPU resource
by invoking appropriate methods on the CPU object. Figure 2 presents two of
the interfaces reflecting our taxonomy (Observable and Listenable interfaces).

Resource monitoring. Resource contractualisation requires that resource moni-
toring functionalities are available in order to decide whether contracts submit-
ted by components can be satisfied, considering resources available in the en-
vironment. Similarly, resource monitoring functionalities are necessary to check
whether resources used by components at runtime conform with the contract
components subscribed with their deployment environment. Our framework de-
fines two kinds of resource monitoring: an event-based monitoring scheme and
a polling-based monitoring scheme. The event-based monitoring, which is illus-
trated in Figure 3(a), is provided by listenable resources. It consists in registering
an object listener (an object implementing the ResourceListener interface of the
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Fig. 2. Object-based modelling of observable and listenable resources.

framework) with the object modelling the resource that must be observed. The
resource object is thus responsible for notifying the listener of any operation
that occurs on the resource considered. The polling-based monitoring consists in
invoking the method observe() on the object modelling the resource considered.
This method returns an observation report describing the state of the resource
(see Figure 2). This kind of resource monitoring is illustrated in Figure 3(b).
A discussion about the relevance of these two complementary types of resource
monitoring can be found in [10].

(a) Monitoring of re-
sources using an event-
based scheme

(b) Monitoring of re-
sources using a polling-
based scheme

Fig. 3. Resource monitoring schemes

Resource management. The framework we have designed provides resource man-
agement functionalities such as resource access control, resource access priority
and resource reservation. Such functionalities are necessary since the resource
contractualisation can lead deployment environments to manage resources dy-
namically in order to ensure resource availability for certain components. In the
next section, we show how resource access functionalities of our framework can
be used to ensure that component do not use other resources than those they
require explicitly.
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2.2 Second Level’s Functionalities

Admission control. The second level of our framework defines an admission con-
trol functionality that can be used to design deployment environments capable
of evaluating dynamically whether resources access conditions required by com-
ponents can be satisfied. Several implementations of this functionality can be
defined. For example, a reservation-based implementation should declare a com-
ponent acceptable only if the resources it requires can be reserved. An example
of the utilisation of this functionality is given in the next section.

Component monitoring. Our framework defines a component monitoring func-
tionality that enables dynamic instantiation of monitors capable of observing
the resources used at runtime by a specific component, and capable of compar-
ing their observation with the directives they received at creation time. These
monitors can also apply sanctions against components if they do not behave as
expected. For example, resource access can be denied by throwing exceptions
or by locking resource access. This functionality can be used by the deployment
environment to check whether components use resources as specified in their con-
tracts. In the next section, we show how this functionality works in the Jamus
platform.

Contract management. This functionality enables to reify contracts as objects,
so that both components and deployment environments can define, negotiate,
renegotiate and verify contracts dynamically. Components must thus implement
this functionality in order to contractualise resource access conditions with their
deployment environment. Contracts can be used by components to provide their
environment with indications about the context in which they want to run (i.e.
about the resource access conditions they require). Components designed as re-
flexive entities can also use contracts as abstractions of their execution context,
and perform their behavioural adaptation according to the contracts they sub-
scribed with their environment. The contract management functionality must
also be implemented by deployment environments, so that components can con-
tract their resource access conditions dynamically. This functionality relies on
the concepts of contract, amendment, contracting party and resource utilisation
profile.

In our framework, contracts are defined as a set of so-called resource util-
isation profiles. A resource utilisation profile basically aggregates four objects,
which implement the ResourcePattern, ResourcePermission, ResourceQuota and
ResourceAvailabilityConstraints interfaces respectively (see Figure 4). By includ-
ing a given type of ResourcePattern in a ResourceUtilisationProfile one indi-
cates that this profile is only relevant for those resources whose characteristics
match the pattern, and that the ResourcePermission, ResourceQuota and Re-
sourceAvailabilityConstraint objects defined in this profile only pertain to this
particular set of resources. By including a ResourceAvailabilityConstraint object
in a resource utilisation profile, we make it possible for components to provide
their deployment environment with information about their resource availability
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requirements. Components can thus indicate that they require reservation of a
particular resource –or set of resources–, or on the contrary that they do not
have any specific requirement regarding this resources –or set of resources–, and
thus that resources can be assigned to them under a best-effort scheme. Based on
this ResourceAvailabilityConstraint object, components can thus indicate which
resources are necessary to their execution and which resources they might use
at runtime.

Fig. 4. Object-based modelling of resource utilisation profiles

For the sake of illustration, let us consider a component called GetMusic,
whose role is to download a compressed audio file from a remote Internet site,
and to convert the audio data thus obtained into a non-compressed format,
before storing the result in the local file system (in directory /opt/music). In this
particular case, the requirements of the program could for example be specified
as shown below:

– Network requirements: 1 TCP socket-based connection is required to the
remote site www.music.com; expected data transfers through this socket:
1 Mbytes in send mode, 15 Mbytes in receive mode. No particular resource
availability requirements: resource allocation can be performed based on
best-effort scheme;

– Filesystem requirements: read and write access to directory /opt/music ;
expected file access profile: 20 Mbytes in read and write modes with guaran-
tees about the availability of these resources, or 5 Mbytes in read and write
modes with availability guarantees and 15 Mbytes in read and write modes
without resource availability guarantees;
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Our demonstrator component exhibits alternative resource requirements that
reflect the different behaviour it is likely to adopt dynamically.

int MB = 1024*1024;

int KB = 1024;

ResourceUtilisationProfile R1,R2, R3, R4;

// Selective requirement for connections to the specified Web server: 15 MB received, 1 MB sent.

R1 = new ResourceUtilisationProfile(new SocketPattern(”http://www.music.com”),

new SocketPermission(SocketPermission.ALL),

new SocketQuota(15*MB, 1*MB), new BestEffort());

// Selective requirement concerning access to directory /opt/music : 20 MByte read, 20 MB written.

R2 = new ResourceUtilisationProfile(new FilePattern(”/opt/music”),

new FilePermission(FilePermission.WRITE ONLY),

new FileQuota(20*MB, 20*MB), new ResourceReservation());

// Selective requirement concerning access to directory /opt/music : 5 MByte read, 5 MB written.

R3 = new ResourceUtilisationProfile(new FilePattern(”/opt/music”),

new FilePermission(FilePermission.WRITE ONLY),

new FileQuota(5*MB, 5*MB), new ResourceReservation());

// Selective requirement concerning access to directory /opt/music : 15 MByte read, 15 MB written.

R4 = new ResourceUtilisationProfile(new FilePattern(”/opt/music”),

new FilePermission(FilePermission.WRITE ONLY),

new FileQuota(15*MB, 15*MB), new BestEffort());

Definition of two different contracts

ResourceOrientedContract contract1 = new ResourceOrientedContract ({R1,R2});

ResourceOrientedContract contract2 = new ResourceOrientedContract (R1,R3,R4});

Fig. 5. Example of contracts pertaining to resources

The piece of code given in Figure 5 shows how our demonstrator compo-
nent GetMusic can define two different contract objects modelling its different
resource requirements. Each resource requirements expressed by our component
is defined by a specific profile.

Contracts can be dynamically renegotiated with amendments. Amendments
allow both contracting parties (i.e. components and their deployment environ-
ment) to add, remove or modify resource utilisation profiles within the contract
that binds them.

Using amendments, software components can require new resource access
conditions at runtime. Similarly, deployment environments can use amendments
in order to set new restrictions on the resources they offer. Figure 6 gives an
example of an amendment that could be submitted by our component GetMusic
to its deployment environment.

Our framework models the notion of contracting party as an Contracting-
Party interface (see Figure 7). This interface must be implemented by compo-
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// Definition of an amendment for contract contract1 : connection to a new web site

ResourceUtilisationProfile R5 = new ResourceUtilisationProfile(new

SocketPattern(”http://www.mp3.com”),

new SocketPermission(SocketPermission.ALL),

new SocketQuota(50*MB, 10*MB)

new BestEffort());

// Addition of a new resource utilisation profile in the contract contract1

AmendmentClause ac1 = new AmendmentClause(R5,AmendmentClause.ADD);

Amendment a1 = new Amendment (contract1,{ac1});

....

Fig. 6. Example of amendment

nents and deployment environments in order to propose contracts and amend-
ments to their respective contract partner.

Fig. 7. Object-based modelling of contracting party

Contract submission and contract subscription have been differentiated in our
model in order to allow component to request that the platform examines several
alternative contracts (corresponding to different sets of resource requirements),
before the component eventually decides which of these contracts it actually
wishes to subscribe with the platform.

3 The Raje Environment and the Jamus Platform

Using the framework presented in the previous section and the pre-defined im-
plementations of this framework’s functionalities, we have developed two pro-
totypes: the environment Raje (Resource-Aware Java Environment) and the
platform Jamus. These two prototypes, which are defined by specialisation of
the first level and of the second level of the framework respectively, are presented
in the remainder of this section.

3.1 Overview

The environment Raje, whose architecture is presented in Figure 8, relies on
a modified version of the 1 virtual machine Kaffe (version 1.0.7), which run on
1 http://www.kaffe.org
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JAMUS

Resource Access Control ManagementResource Monitoring

Resource objects

RAJE

Component Monitoring

Container Manager

Resource Broker
Container

Contract Manager

Fig. 8. Architecture of the Raje environment and the Jamus platform

standard Linux operating systems. Raje does not currently implement all of
the functionalities provided by the first level of our framework. Indeed, Raje
does not currently include the resource reservation functionality since standard
Linux operating systems do not support themselves resource reservation. Raje
is thus an open and extensible Java environment that supports the reification
and the access control of any kind of resource using objects in Java. It allows
the accounting of the memory and CPU time consumed by each Java thread.
Some classes of the standard Java API (such as Socket, DatagramSocket, File,
and Thread) were augmented so that any access to the resources they model
can be monitored at runtime. New classes were defined in order to model system
resources, such as the CPU, system memory, and system swap.

The platform Jamus is built on top of Raje (see Figure 8). It is dedicated to
hosting potentially unstrusted mobile software components. All of the function-
alities defined by the second level of our framework are implemented in Jamus.
Its resource broker is designed to maintain a data structure reflecting the state
of the resources and to perform resource management (i.e. resource reservation
and resource release) by updating this structure. The broker also provides an
implementation of the admission control functionality of the framework that re-
lies on this data structure. Since the Jamus platform is dedicated to hosting
non-trusted components, it implements the component monitoring functionality
of the framework in order to ensure that components do not use other resources
than those they have contracted. The platform’s contract manager implements
the contract management functionality of the framework, so that components
can contract dynamically their resource access conditions with the platform.
The contract manager relies on the resource broker to evaluate the contract sub-
mitted by the components, and on the component monitoring system to check
whether contracts are respected by components at runtime. Furthermore, each
component hosted in the Jamus platform runs in a dedicated container in order
to remain isolated from other components. The container manager of the Jamus
platform is responsible to load components in their container, and to create and
configure within containers component monitoring mechanisms according to the
contract components subscribed with the platform. The different elements that
make component monitoring possible are described in Section 3.3.
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3.2 Resource Contracting

Fig. 9. Example of a contract negotiation between a component and the Jamus
platform

Any component that applies for being deployed on the Jamus platform is
expected to spontaneously initiate a contract negotiation with the platform.
Components that neglect this negotiation step receive a set of default resources
defined by the administrator of the platform. As mentioned previously in this
paper, contract negotiation is performed as a two-step process. In the first step,
several alternative contracts can be submitted to the platform. In the second
step, one of the contracts the resource broker has approved (assuming there is
at least one) must be selected by the candidate component, and subscribed with
the platform. It is important to notice that the resources for which components
require reservation are not reserved when a component submits a contract, as
contract submission and contract subscription are considered as different services
in the platform. When a candidate component submits a contract, the resource
broker simply checks whether this contract can be accepted or not, based on the
current status of resources on the platform.

For the sake of illustration, let us consider the two alternative contracts de-
scribed in Figure 5. These contracts could be considered for our demonstrator
component GetMusic. Figure 9 shows a possible sequence of interactions between
the component and the platform’s contract manager. In this example the first
contract submitted by the component is rejected by the broker. Such a negative
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reply might be justified by the detection of a conflict between one of the com-
ponent’s requirements and the resources available on the platform. Whenever a
contract is rejected by the resource broker, the candidate component receives in
return a detailed report that specifies which profiles in the contract could not be
accepted by the platform. This kind of information is expected to be useful to
candidate components that are capable of choosing between several behavioural
scenarios, or to components that can adjust their demand about resources based
on information returned by the platform.

In Figure 9, once component GetMusic has seen its first contract rejected, it
can still submit the second contract it defined, as shown in Figure 9. Assume that
this time, the contract thus submitted is marked as acceptable by the resource
broker. The component can then try to subscribe this contract. However, since
the platform may be carrying out several negotiations concurrently with as many
candidate components, the status of resources may change between the time
a submitted contract is declared acceptable by the resource broker, and the
time this contract is actually subscribed. Consequently, whenever a component
subscribes a contract, the terms of this contract are examined again by the
resource broker, if only to check that they are still valid. If so, then the resources
required by the candidate component are reserved for this component.

As mentioned in the previous section, resource-oriented contracts can be
renegotiated as and when needed, by negotiating and subscribing amendments.
The principles underlying the negotiation and the subscription of amendments
are similar to those of contracts. Again, resource reservation is not achieved when
a component submits an amendment but when it subscribes an amendment.

3.3 Resource Monitoring

Every application program hosted by the Jamus platform runs under the con-
trol of a dedicated component monitor. This monitor uses the resource utilisa-
tion profiles contained in the contract subscribed by the program in order to
instantiate so-called resource monitors. The mission of a component monitor is
to observe the utilisation of the resource –or collection of resources– considered
in a given profile, and to ensure that this utilisation conforms to the access
permissions and quotas defined in this profile.

Jamus provides a specific implementation of a resource monitor for each
basic resource type considered currently in Raje. Each resource monitor admits
a resource utilisation profile as a creation parameter. The role of a resource
monitor is to supervise the utilisation of the resource –or collection of resources–
considered in this profile, and to ensure that this utilisation conforms to the
access permissions and quotas defined in the profile.

As an example, let us assume that our demonstrator component GetMusic
has been admitted to run on the Jamus platform, and that it is bound to be-
have according to the contract contract2 it subscribed with the platform (see
Figure 5). Before starting the execution of the component, the container man-
ager of the platform creates within the component’s container a resource register
dedicated to maintaining references to all the resources the component creates at
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Fig. 10. Monitoring of a component

runtime. It also creates a resource tracker that registers itself with the resource
register as a listener (action 1 in Figure 10) and whose role is to bind appro-
priate resource monitors to the resources the component creates dynamically.
Finally, the container manager creates a component monitor that is responsible
for creating resource monitors from the contract it received as a construction pa-
rameter. Since contract contract2 is composed of two profiles pertaining to two
different resources, the component’s monitor must create two dedicated resource
monitors (actions 2 and 3 in Figure 10). The first of these resource monitors
is a SocketMonitor, whose role is to monitor the use of any socket the compo-
nent may create at runtime, so as to ensure that the utilisation of each socket
conforms to the conditions expressed in the first profile of contract2. The sec-
ond resource monitor is similarly created in order to enforce the second and the
third profiles of the contract. When the component GetMusic creates a socket
object (action 4), the socket notifies the resource register of this creation (action
5). It is worth mentioning that in Raje resource objects are all designed in a
such a way that they register themselves spontaneously with a resource register
at creation time. The resource register then informs the resource tracker of the
creation of a new resource (action 6). The resource tracker invokes the compo-
nent monitor in order to obtain the list of resource monitors instantiated in the
container, and to select from this list the monitor that must monitor the socket.
Once the appropriate resource monitor (the SocketMonitor) has been selected,
the resource tracker notifies this monitor of the creation of the socket object.
To monitor the socket, the SocketMonitor can register itself as a listener of this
resource for instance (action 9) . Afterwards, when the component writes data
to the socket, the socket monitor is automatically notified of this operation, and
can thus react by throwing an exception if is needed.

When a resource monitor detects a contract violation, it reports this violation
to the component monitor, which in turn applies the sanction defined in the
platform’s configuration. In the current implementation of the platform, several
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kinds of sanctions are applicable to faulty programs. These sanctions range from
a simple warning addressed to a faulty program (using an event-based model),
up to the immediate termination of this program.

4 Performance Results

When designing a deployment platform such as Jamus, one can legitimately
worry about the overhead imposed by dynamic contract negotiation and moni-
toring in this platform.

In order to evaluate how these mechanisms can impact on the performances
of the application programs launched on the platform, we have recently begun
an evaluation process. This process consists in running a series of demanding
programs (that is, programs that use resources extensively), while measuring
their performances in different conditions.

For example we launched an FTP server (written in pure Java code) in Ja-
mus, and we measured the network throughput observed while downloading large
files from this server. This experiment was conducted using two workstations (2.4
GHz Pentium 4 processor, 512 MB RAM) connected by a point-to-point Fast
Ethernet link (100 Mbps, Full Duplex). The throughput observed during file
transfers was measured when running the FTP server with two standard JVMs
(IBM’s and Kaffe), and with Jamus (which relies on a modified version of Kaffe).
Moreover, in the latter case the FTP server was launched with a varying num-
ber of requirements, so that at runtime its behaviour was observed by a varying
number of resource monitors (typically one monitor for filesystem access, and
one or several monitors for network access).

JVM Throughput (Mbps)

Kaffe (version 1.0.7) 89.5 (100 %)

IBM JVM (version 1.4.1) 89.3 (99.8 %)

Jamus (no monitor) 88.9 (99.3 %)

Jamus (2 monitors) 86.3 (96.4 %)

Jamus (3 monitors) 84.6 (94.5 %)

Jamus (5 monitors) 81.9 (91.5 %)

Table 1. Performances observed with an FTP server running either in a standard
JVM or in Jamus (with a varying number of monitors).

The throughputs we observed during this experiments are reported in Ta-
ble 1. In this table the throughput observed with the standard JVM Kaffe is
used as a reference value. We consider that these results are quite satisfactory.
Obviously the monitoring infrastructure implemented in Jamus significantly al-
ters the performances of the application programs launched in this platform. Yet,
in our opinion the degradation of performances observed while running the FTP
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server (which is a quite demanding program as far as filesystem and network re-
sources are concerned) remains acceptable. Besides, it is worth mentioning that
the source code pertaining to resource consumption accounting in Raje, and to
contract monitoring in Jamus, was primarily developed so as to be readable and
flexible. Parts of this code could probably be written differently, though, in order
to reduce the overhead imposed on the programs launched on the platform.

5 Related Work

5.1 Related to Our Contract-Based Framework

Contracts of quality of service pertain traditionaly on the quality of the results
returned by methods of an object –or of a component– [4, 11, 7]. We think that it
is not relevant to consider the resource requirements necessary to run a specific
method, but that it is rather suitable to consider the resources requirements of
the component in a global way. It should thus be easier to estimate resource
requirements of application programs from those of its components.

5.2 Related to Jamus

The Java Runtime Environment (JRE) implements the so-called sandbox secu-
rity model. In the first versions of the JRE, this security model gave local code
–considered as safe code– full access to system resources, while code downloaded
from the Internet (for example under the form of an applet) was considered as un-
trusted, and was therefore only granted access to a limited subset of resources [8].
With the Java 2 platform this restrictive security model was abandoned for a
new model that relies on the concept of protection domain [9, 8]. A protection
domain is a runtime environment whose security policy can be specified as a set
of permissions.

The security models implemented in the JRE rely on stateless mechanisms.
Access to a specific resource cannot be conditioned by whether the very same
resource was accessed previously, or by how much of this resource was consumed
previously. Hence, quantitative constraints (amount of CPU, I/O quotas, etc.)
cannot be set on the resources accessed from protection domains.

Environments such as JRes [6], GVM [3] , and KaffeOS [2] partially solve
the above-mentioned problem. They include mechanisms that permit to count
and to limit the amounts of resources used by an active entity (a thread in
JRes, a process in GVM and KaffeOS). However, resource accounting in these
environments is only achieved at coarse grain. For example it is possible to count
the number of bytes sent and received by a thread (or by a process) through the
network, but it is not possible to count the number of bytes exchanged with a
given remote host, or with a specific remote port number. Yet, we consider that
such fine-grain accounting would be an advantage when deploying untrusted
programs, as it would permit the definition and the enforcement of very precise
security policies.
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6 Conclusion

In this paper, we have presented a framework defining the structure of resource
contracting systems. The framework is designed in generic, modular and exten-
sible manners in order to be used in various applications domains, to support
the future evolution of environments and components in the future and also to
allow developers to choose the functionalities that must be implemented in their
systems.

Based on this framework we have implemented an environment called Raje
that provides facilities to perform resource monitoring and resource access con-
trol in Java, and a deployment platform called Jamus that supports dynamic
resource contracting and monitoring. It is our conviction that many application
domains and systems could benefit of —or take inspiration from— the models
and mechanisms we develop in this framework and these prototypes.
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Abstract. Development and deployment via components offers the pos-
sibility of prolific software reuse. However, to achieve this potential in a
component-rich environment, it is necessary to recognize that compo-
nent deployment (and subsequent composition) is closer to a continual
process than a one-off operation. This is due to the requirement that
newly-evolved components need to replace their ancestors in a timely
and efficient manner at the client deployment sites. Modern runtime sys-
tems which employ dynamic link-loading mechanisms can permit such
dynamic evolution. We review the capabilities of several alternative run-
time environments to establish some requirements for dynamic evolution.
Then we describe a tool designed to support developers and administra-
tors in the migration of component updates within the Microsoft .NET
framework.

1 Introduction

In simple terms, the primary aim of software reuse is to allow for specialist devel-
opers to make their software available to more general (applications) developers
in multiple and diverse contexts. To achieve this it is necessary to package each
software artefact such that it is composable — it is capable of interoperating with
other artefacts; and deployable — it can be installed independently in a runtime
environment where it can be composed, on-the-fly, with other artefacts. These
requirements bring the ‘reusable software artefact’ very close to the conventional
definition of a software component [30] and in this paper we shall take reuse as
the raison d’etre of the software component.

The component model of software envisions an application as a collection of
collaborating components emanating from different developers, probably from
different vendors. Over time it is to be expected that each component will un-
dergo evolutionary adaptation (or maintenance). In a regime where applications
are statically linked (the interoperability requirements of all components are
fully resolved at build-time) evolutionary adaptation implies that the function-
ality and performance of the application may depend crucially on precisely when
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the build-time occurred. However, in a regime where applications are dynami-
cally linked, they may be able to benefit from evolutionary adaptations which
their components have undergone subsequent to their own build-time. This phe-
nomenon can be characterised as dynamic evolution.

Nobody who has written software for use by other developers and who has
had to maintain that software for any period or for any reasonably-sized client
population would argue that the promise of dynamic evolution is not a better
alternative than anything else on offer. Nevertheless, experience of those regimes
which implement dynamic linking mechanisms shows that it has not been easy
to live up to that promise.

In section 2 we review these (dynamic linking) mechanisms as implemented in
a number of modern runtime systems before considering how dynamic evolution
can be assured. Section 3 describes the development of Snap, our prototype tool
for system administrators and .NET application developers. In sections 4 and 5
related and future work have been outlined.

2 Dynamic Evolution

2.1 The Component Object Model

Dynamic evolution imposes a responsibility on the runtime system to locate
required components in a timely fashion, whether they be memory-resident or
in need of prior loading. To enable efficient loading and linking, systems (like
COM [24]) have adopted a registry mechanism. The Registry is a data structure
which stores essential information (for example, component locations) needed
to facilitate rapid component interoperation. To improve efficiency, each compo-
nent (or dynamic link library — DLL) has at least two entries in the Registry,
one indexed by its class identifier (CLSID), and the other by its programmatic
identifier (ProgID). There is an access method DllRegisterServer() to create en-
tries in the Registry. Microsoft encourages third party developers to utilise this
method to ensure that their installation will be successful, viz.

“Most setup programs call DllRegisterServer as part of the installation
process.” [24]

Version control is implemented in COM by allowing ProgID entries for com-
ponents to include a version number field (so that it is theoretically possible
to register multiple versions of a component). However, there is some evidence
that this is not taken very seriously, since the Registry also supports a version-
independent Current Version (CurVer), and —

“In most cases the client doesn’t care which version of the component it
connects to (so) a component usually has a ProgID that is version inde-
pendent (that) maps to the latest version installed on the system.” [24]

This way of managing components can give rise to a number of problems.
In the first place it can be difficult to maintain the integrity of the registry:
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correctly formulating multiple entries for a single entity is never straightfor-
ward and any ’uninstallation’ that is done relies on the an explicit activation
of DllUnregisterServer(). Arbitrarily deleting DLLs will also compromise the in-
tegrity of the Registry.

Secondly, as we have seen, most client applications routinely register their
own DLLs (that is, the versions of the components they were built against) upon
installation, and routinely load the CurVer version of the component whenever
they are launched. Thus the only active version of the component will be over-
written practically every time a new client is installed. If it is truly the latest
version (in absolute historical terms, rather than just the most recently regis-
tered) then there may be older applications which suffer an upgrade problem [12].
Most component developers can help users to avoid this by maintaining back-
wards compatibility, at least for a few generations. Equally, the latest version
could be an historically earlier version that the application just happened to be
built against. In this case, previously-built clients may experience the downgrade
problem [12]. Component developers can only protect users here by maintaining
forward compatibility, which is a bit like being able to foretell the future. In
either case, the user risks entering the gates of DLL Hell [2, 23, 22, 11].

Even though the COM architecture does not dictate that distinct versions of
a component cannot be implemented, it does not make it very easy to impose
a rigorous version control system which will support dynamic evolution. Each
client can either be loaded alongside the version it was built against (and never
evolve) or can be loaded alongside the CurVer version and take pot-luck on
DLL Hell. So CurVer is one of the causes of DLL Hell. It is unlikely that any
single version of a well-utilised component can satisfy all clients. Instead, for
each individual client, there is likely to be a ’latest’ version which satisfies its
service requirements and which may or may not be the most recently produced
(or installed) version. It is difficult to see how this kind of information can be
compactly and reliably stored in a Registry.

There seem to be two things about COM which make dynamic evolution turn
into DLL Hell. The first is the separation of the component from its metadata as
recorded in the Registry. Since client applications build and link with reference
to the Registry, the build history of each client — the record of the actual
versions of the components it was built against — becomes lost as the Registry is
updated. The second is the relative difficulty of maintaining multiple versions of a
component in such a way that differing client requirements can be simultaneously
satisfied.

2.2 The Java Virtual Machine

A different approach to dynamic linking has been used in the Java Virtual Ma-
chine (JVM). Here the compiler embeds ’fully qualified’ path references to service
components directly into the object code. Instead of using a registry therefore,
each application and each component carries information about the compile-time
location of its dependencies. At runtime the classloader recursively loads the full
class hierarchy in order to enable late binding. If evolved versions occupy the
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same (or hierarchically lower) locations in the classpath, dynamic evolution will
occur automatically. However, all the clients of the superclass will access the
same (current) version of the class or method, and we are right back in DLL
Hell, unless the user is somehow prepared to define distinct classpaths for each
application.

This cumbersome solution is unlikely to be feasible, so we designed DeJaVue,
a distributed tool [26] which allows a Java library developer to export a custom
classloader to clients. Applications which invoke this classloader at runtime can
immediately benefit from compatible server-side component updates at the cost
of a little network traffic when the application is launched. The server maintains
a repository of all versions of each component and, using information about the
last version downloaded to that client, it will automatically update the client
with the most recent version that is binary compatible, even though more recent
(but incompatible) generations may exist in the repository.

At this point it might be worth digressing to consider binary compatibil-
ity [17, 8]. When one component is composed with another, some of the services
it exports are imported by its clients. When the first component evolves, it will
be composable with its client provided that none of the services required by the
client have been removed or changed. In this case, the original and the evolved
component are said to be binary compatible relative to that particular client.
They will be absolutely binary compatible if they are binary compatible rela-
tive to all possible clients of the original service components. Most interesting
evolution involves either expanding the export interface so that new clients can
be accommodated, or modifying the behaviour of the services. The first kind
of evolution should not make any difference to the effect of services on exist-
ing clients. However, the second kind does and leads to the distinction between
syntactic binary compatibility (where components will link without error but
the composed behaviour may be different) and semantic binary compatibility
where the behaviour remains the same [30]. Throughout this paper we are only
concerned with syntactic binary compatibility.

In the current implementation of DeJaVue [3], if the user site has two or more
applications that utilise the same library, then each application needs to maintain
its own copy of each component, so some of the benefits of reuse are lost. In ad-
dition, any application that utilised components from several libraries would re-
quire a separate classloader for each one, which makes application startup rather
slow. Finally, any library developer who had a substantial client base would need
to devote quite a lot of computing resources at the server-side to satisfying the
update requirements of each client application every time it was launched. Al-
though this might provide a solution for specialist Java library providers with
reasonably limited clientele, a more general solution to the problem requires an
approach focussed exclusively on the client side - but one which can bypass the
problems of the COM registry.



148 Susan Eisenbach, Dilek Kayhan, and Chris Sadler

C# code VB code

CIL Compiler

CIL
Component

Visual
Studio

.NET

PAL

...

JIT Compiler

Fig. 1. .NET Framework Code Pathway

2.3 Microsoft .NET Framework

.NET is a framework devised by Microsoft to promote the development of
component-based applications and to enable their efficient and effective deploy-
ment [23, 10]. The core component of .NET is the Common Language Runtime
(CLR) which is actually a runtime environment. The CLR accommodates the
interoperation of components rendered into the Common Intermediate Language
(CIL). Rather than interpreting these statements for a virtual machine (as in
the Java virtual machine setup) the CLR uses a Just-in-Time (JIT) compiler to
generate momentary native code for the local platform. Having a common in-
termediate language means that applications can compose components written
in different source languages (see Fig. 1) whilst the Platform Adaptation Layer
(PAL), together with the Framework Class Library, makes .NET applications
potentially highly portable across Windows platforms.

A number of the .NET design goals [29] are particularly relevant to dynamic
evolution:

1. “Resolve intertype dependencies at runtime using a flexible binding mecha-
nism.” This is what makes it dynamic.
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2. “Design runtime services to . . . gracefully accommodate new inventions and
future changes.” This is what is meant by evolution.

3. “Package types into portable, self-describing units.” ‘Portable’ means that
the packages are effectively components, as defined earlier, and in .NET are
referred to as assemblies. The ’self-describing’ means that the CLR need
not depend on a registry to compose components at runtime. Instead, each
assembly incorporates a manifest which lists the resources provided by the
assembly and the nature and locations of any resources it depends on from
external assemblies.

4. “Ensure isolation at runtime, yet share resources.” This implies a DeJaVue-
type repository that can hold multiple versions of a component and a runtime
system that can correctly select and use the different versions appropriate
for each application. In .NET this repository is known as the Global Assem-
bly Cache (GAC) and the runtime capability is referred to as ‘side-by-side’
operation. The runtime address space is divided into Application Domains
(appdomains). At runtime an Assembly Loader loads assemblies from sec-
ondary storage (or a URL) into the appropriate appdomain on demand.
Assemblies loaded from the GAC are loaded into the Shared Domain where
they are accessible to any running application. Other domains exist for sys-
tem services and application-specific classes. Security checks are performed
during the loading process.
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5. “Execute code under the control of a privileged execution engine . . . ”. The
CLR execution engine in Fig. 2 performs ‘managed execution’ of code pro-
duced by the JIT compiler. When an executing object references an unloaded
class, the ClassLoader loads the class from the appdomain for compilation.
If the reference is to an unloaded assembly, the request is passed to the
Assembly Loader. Code verification is performed during JIT compilation.

A .NET assembly that is capable of entering the GAC and participating in
side-by-side operations must be identified by a strong-name. A strong-name in-
corporates a name; a four-part version number divided into <major>, <minor>,
<build> and <revision> parts; a ’culture’ and a public key ID originating from
the assembly author. Any two assemblies are regarded as distinct if there is a
variation in any one of these. Thus even if two providers simultaneously update
the same assembly with the same version number increment, the public key in-
formation still allows the system to distinguish between them. Assemblies which
are not in the GAC (and hence are not intended for side-by-side operation) need
not be strong-named.

The CLR can handle the runtime code so flexibly and effectively (as illus-
trated in Fig. 2) because of the use it makes of the descriptive metadata embed-
ded in each assembly. Thus the Assembly Loader uses dependency metadata from
one assembly to locate and authenticate a required assembly for loading. It also
uses the target assembly’s own metadata to bind its services to the appdomain.
Likewise the ClassLoader uses assembly metadata to construct type descriptors
and method tables for the runtime layout and for type-checking within the JIT
compilation process.

Compared with other runtime systems we have studied, .NET appears to
have a lot to offer for dynamic evolution. The reflective potential of the available
assembly metadata allows us to escape the registry difficulties of COM; strong-
names provide the necessary multiple versioning missing from the JVM model;
the GAC gives a client-side DeJaVue-style repository; and JIT-compilation makes
binding as late as possible[18]. So .NET looks like a good candidate for rational
component management.

3 Rational Component Management

The strong-name assemblies in the GAC, which are so uniquely specified, are
equally uniquely referenced in the metadata of dependent (client) assemblies.
Thus, every time a client runs, it will only ever request the exact service assembly
it was built against. Any improvements arising in future versions will by default
be lost to the client until its next rebuild. This is deliberate:

“Historically, platform vendors forced users to upgrade to the latest ver-
sion shipped. Software developers . . . were responsible for resolving any
resulting incompatibilities” [21]

and the result was DLL Hell!
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Instead, the default behaviour can be overridden because the Assembly Loader
consults a sequence of XML ‘policy’ files which can be used to redirect the load
operation. So

“the .NET Framework team (puts) complete control in the hands of
system administrators and developers who use the framework . . . ” [21].

Thus one policy file is the Application Configuration file and another is the
Machine Configuration file, and these give some (manual) control to the client-
side system administrator. On the developer side, there is a Publisher Policy
file. Taken together, these files can no doubt provide a dynamic evolutionary
pathway for any application provided that all parties with write-access to the
policy files have full information about component dependencies and versions
(that is, they know the information in the metadata and will act on it).

We wanted to provide this functionality in a way which could be more system-
atic and reliable than requiring a system administrator to update some files every
time a component was updated. We planned to update the metadata embedded
in the client assemblies, in situ, following component evolution. This proved to
be very difficult for two reasons. Firstly, we wanted to use the Reflection API to
extract and manipulate the strong-name assembly metadata and so loaded the
assembly into an appdomain, where it immediately became ‘locked’. Unloading
it required that the entire appdomain be unloaded. This implies that finding the
most recent component for a particular application might require aborting and
restarting the application numerous times and this seemed too much to ask the
average user. Secondly, writing revised metadata back into the components, as
we had planned, looks, from .NET’s point of view, very much like the kind of
virus attack that the CLR defences have been constructed to defeat, so we gave
up.

Instead, for experimental purposes we built a GAC simulation and redirected
the Assembly Loader to access that [12]. In addition, for ease of access and anal-
ysis, we extracted the assembly metadata and held it in separate XML files. This
completely violates many of the .NET principles and it was never intended to be
used in a ‘production’ environment. However it did allow us to develop and test
an abstract model of suitable GAC operations and to establish the requirements
for our current tool — Snap (the Strong-Named Assembly Propagator).

The aim of Snap was to exploit the evolutionary facilities offered by .NET to
provide software support to application developers who wanted to migrate the
benefits of service component updates to their own products. A major decision
was to abandon the idea that updating should occur at application load-time
(as with DeJaVue) when the appdomain locking occurs. Instead we envisaged
a separate maintenance phase in which the user directs the tool to update the
GAC and/or the policy files.

Before stating the requirements this imposes on the tool, it will be useful to
list some terms and concepts derived from the theoretical model [12]:

Component A Component is a uniquely (strong-) named entity which requires
a set of import services, provides a set of export services and maintains a set
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Fig. 3. GAC Administration via Snap

of required components (which collectively export those services which the
component imports).

Cache A Cache is a set of components.
Coherent A cache is coherent if every service required by each component in

the cache can be provided by one or more other components in the cache.
Add A component can be added to a coherent cache provided it is not already

there and providing that adding it does not compromise the coherence prop-
erty of the cache (i.e., it cannot require any service which is not, a priori,
provided).

Remove A component can be removed from a coherent cache provided that this
does not compromise the coherence of the cache (i.e., there must be other
components that provide the services provided by the target component).

Where a sequence of ‘physical’ components (components actually stored in
the cache) represents the temporal evolution of a single ‘logical’ component (a
component designed to export a specific set of services), it is assumed that the or-
dering of the sequence can be deduced by examining component (strong-)names.3

3.1 Tool Requirements

A tool to manage GAC assemblies in the way envisaged should:

1. encapsulate the contents of the GAC;
2. be able to discover the types, methods and fields exported by any assembly

in the GAC;
3. be able to discover the types, methods and fields imported by any assembly

in the GAC;
4. be able to provide the names of assemblies required by any assembly on the

grounds that they export types and services that it imports;
5. establish dependencies between assemblies in the GAC utilising the capabil-

ities in 2 — 4;
3 This should be possible if the 4-part .NET version number is used consistently. For

our work we assumed a simple linear sequence.



Keeping Control of Reusable Components 153

6. establish and maintain the coherence of the GAC utilising the capabilities
in 2 — 5.

7. determine whether a later version of an assembly is (absolutely) binary com-
patible with an earlier version;

8. for a given version of an assembly, determine which of a sequence of subse-
quent versions is the most recent binary compatible version;

9. allow a system administrator to view the dependency tree of assemblies in
the GAC;

10. allow a system administrator to add an assembly to the GAC provided this
does not compromise coherence. The GAC is not a flat file-system, so this
requirement involves creating an appropriately-named path to a folder con-
taining the relevant .dll file together with an .ini file holding a copy of some
of the manifest.

11. allow a system administrator to remove an assembly from the GAC. It is not
possible to apply a simple ‘coherence’ test here since the target assembly may
be explicitly referenced in the required metadata of another GAC assembly. If
this is true, the remove function will not be applied. If the target is explicitly
referenced in an external application, it would be necessary to rebuild the
application before it could be coherently removed.

12. allow an application developer to configure an application so that it utilises
the most recent (relative) binary compatible version of any available assem-
bly. This requirement involves creating and/or maintaining an XML Ap-
plication Configuration file. Note that this operation obviates the need to
rebuild the application mentioned in 11.

3.2 System Design and Use

In the spirit of the .NET framework, it was decided to implement the tool as a
set of cooperating components. In order to avoid the appdomain locking problem
referred to in the previous section, it is necessary to extract the GAC assembly
metadata without loading the assembly. This function is performed by an as-
sembly called util which parses the byte-streams of each DLL in the GAC and
constructs a table recording each assembly’s strong-name, its required assemblies
and a list of its strong-named clients.

This table is accessed by an assembly called GAC whose role is to fulfil the first
requirement, namely to encapsulate the GAC. GAC exports methods which allow
other components to gather assembly data and to Add and Remove assemblies
from the GAC.

GACClient is the user-interface for system administrators, through which they
can view the GAC and intra-assembly dependencies, via GACTree; and Add and
Remove assemblies via GAC. Fig. 3 illustrates the component configuration for
the fulfillment of requirements 9-11.

Fig. 4 shows the system administrator’s tool (labelled Configure in Snap).
All the assemblies in the GAC are listed and the listing can be expanded to show
each assembly’s dependencies. The dependencies are colour-coded to distinguish
between the required assemblies (red on the screen) and client assemblies (green
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Fig. 4. GAC Configuration

on the screen). The Add button opens a browser so that the target assembly can
be selected for insertion into the GAC. The requirements are that the assembly
be strong-named— in particular that it has been ‘signed’; and that any (strong-
named) assemblies it depends on are already present in the GAC. Otherwise the
Add operation will not succeed.

For the Delete operation, an assembly must be selected before the Delete
button is pressed. Only the top-level (parent) components can be removed — it
is not possible using the tool to remove entries from the dependency lists4. The
operation will only succeed if the assembly has no dependants in the GAC.

The requirement for the Application Developer (requirement 12) involves the
comparison of different versions of an assembly to discover whether the later one
is binary compatible with the earlier one relative to the application in question.
In order to do this it is necessary to establish whether the types, fields and
methods imported by the application are the same as those exported for each
version.

This information was extracted using reflection. The export metadata is eas-
ily available via the ‘Managed’ Reflection API; however when it comes to import
metadata, the Managed Reflection API does not reveal the token values needed
to compare with the corresponding exports. Therefore, the ‘Unmanaged’ Reflec-
tion API was used to examine the assembly header files, and a Wrapper assembly
devised to bring this unmanaged component into the managed fold. The com-
parison is done in the BinaryCompatibilityChecker assembly (Fig 5), starting with
the application imports and recursing through the entire dependency tree. Any

4 This would horribly violate the coherence of the GAC.
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redirections detected are recorded in an XML file created in the application
source directory.

Fig. 6 depicts the Application Configuration tool in Snap. The Browse button
allows the user to select an application for analysis. The left window then displays
a dependency tree showing all the GAC-resident assemblies. Selecting one these
results in the display of its strong-name on the right-hand-side together with a
window showing all available versions found in the GAC. Selecting any one of
these will, via the Configure tab, result in the binary compatibility check being
performed and, if this is successful, the selected assembly will be linked with the
application via an entry in the application configuration file.

4 Related Work

Following the formal treatment of static linking [4], formal approaches to dy-
namic linking have been undertaken [14, 1, 25]. In addition, there have been
proposals for modelling software evolution, utilising Requirements/Assurances
Contacts [9], Reuse Contracts [28] and ‘smart’ composition [20]. In [12] the mod-
elling of the GAC was accomplished using the Alloy specification language [6].

Recent work has turned to devising classification systems to assist in under-
standing and organising evolutionary actions and outcomes. Thus [5] identifies
twelve types of maintenance activity, differentiated in terms of the purpose of
the change — for example adaptive, preventative or corrective maintenance. By
contrast [13] and [27] examine software source modifications from the point of
view of when and how they propagate to the client module. Focussing exclu-
sively on runtime changes, [16] have derived a very useful classification that
distinguishes between the technical and motivational aspects of maintenance.
The motivational facet of a change (identified as a bug fix, altered functionality
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Fig. 6. Application Configuration Client

or re-factoring) come into play when semantic compatibility is under considera-
tion. The technical side of a change can be a code change, a state change and a
restriction to the timing of the change. State changes and timing restrictions are
in the domain of ‘hot-swapping’ [7, 15] and have not been considered as part of
the current study. However, the twenty nine different categories of code-change
identified here cover the complete range of syntactic binary compatible (and in-
compatible) changes which Snap has been designed to differentiate between. In
an attempt to classify software change support tools [19] have proposed a tax-
onomy based on considerations of when (for example, compile-time), where (the
scale and impact of the change), what (the nature of the change) and how (the
mechanism). They have applied the taxonomy to categorize a number a number
of change support tools (for example a re-factoring browser).

5 Conclusions

Dynamic linking permits dynamic evolution — but the design and implementa-
tion of the runtime system can make a very big difference to how easy or practical
it is to achieve. With extensive metadata and a repository capable of containing
multiple versions of a component the .NET CLR is a good candidate. We have
developed a tool, Snap, to help to manage the GAC and the propagation of
modifications between components.

A useful and practical development for Snap would be to extend support
to remote component providers and to try to make the assurance of the GAC’s
integrity a normal part of any deployment. Handing your GAC over to the tender
mercies of any setup program downloaded from the Internet should be avoided. It
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would also be useful to consider ways to embrace semantic binary compatibility
perhaps utilising the Publisher Policy file to convey the publisher’s intentions.
This is a difficult area but not one that has been left untouched by researchers.
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 1 wren  = c:\wren\wrenclient.jar
 2 argo  = c:\wren\argouml.jar 
 3 xarch  = c:\wren\xarchlibs.jar 
 4 xerces = c:\wren\xerces.jar 
 5 argoinit = c:\wren\argoinit.jar 
 6 
 7 wren main 
 8  
 9 wren use argo 
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14 argo replace 
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Abstract. This paper reports on the experiences we gained while trying
to build an interpreter for a new programming language aimed at devel-
oping strong mobile software. The interpreter is actually a distributed
virtual machine that can be used in a peer-to-peer setting on a het-
erogeneous platform. In our quest for an experimental implementation,
simplicity and portability led us to using a combination of Java and
SOAP technologies. The paper reports on the problems we encountered
in this experiment and shows that SOAP is inadequate in peer-to-peer
communication that cannot afford fat servers to run on all nodes.

1 Introduction

The topic of our research is the design of programming languages that simplify
the construction of strongly mobile applications. This fits in what has been called
“Ambient Intelligence” (AmI) by the European Council’s IST Advisory Group
(ISTAG, [6]). The vision of AmI is that soon individuals will be surrounded by
a dynamically configured processor cloud running smoothly integrated applica-
tions. In this context, we conduct experiments in language design in order to
distil language concepts that will facilitate writing mobile applications. The lan-
guages we design are typically dynamically typed, reflective and have built-in
provisions for distribution and mobility.

The current scion of our language family is called Pic% (pronounced Pic-oh-
oh). It is an object-oriented mobile extension of a language family called Pico
(D’Hondt, [5]). Pico has been extended in various experimental ways, ranging
from distributed agents (Van Belle and D’Hondt, [11]) to objects and delegation
(De Meuter et al.,[4]). The experiment described here is a unification of these
two. Hence, the scion discussed here features:

– Minimality: Ordinary calculus syntax is used and the concept space is
restricted to basic values, functions and tables (D’Hondt, [5]): Pico can be
seen as an attempt to recover as many concepts of Scheme (Abelson and
Sussman, [1]) as possible given a conventional infix syntax restriction.

� Research Assistant of the Fund for Scientific Research Flanders, Belgium (F.W.O.)

W. Emmerich and A.L. Wolf (Eds.): CD 2004, LNCS 3083, pp. 205–218, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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– Strong reflection: All entities, including parse trees are first-class. More-
over, they can be easily inspected and changed by the programmer.

– First-class computational state: Computations are first-class entities,
similar to Scheme continuations. This enables Strong Code Mobility, such
that running programs can transparently migrate to another machine1. In
Pic%, programs can grab their own computational state, transmit it over a
wire, and, upon arrival, resume the computation.

– Prototypes: Pic% features prototypical objects (De Meuter et al., [4]) which
are created ‘ex nihilo’ (without classes!) or by cloning existing objects. The
absence of classes is very adequate in a language aimed at strong mobility
since no (transitive closures) of classes have to be transmitted.

We adhere the vision that language design is an iterative experimental activ-
ity. In an experimental implementation, test applications can be written in the
language. This allows one to detect unforeseen interactions in its concept space.
Very often, these are reflected by similar interactions between its implementa-
tion components, such as the VM core and the distribution layer in our case.
Based on these experiments, the language and its implementation are further
polished and another iteration cycle can be entered. In our case, we wanted to
experiment in a realistic processor cloud constellation with PDA’s, PC’s, mobile
phones, etc. The limited computational power of some of these forced us recon-
cile efficiency with portability as good as possible. Thus, our evaluator had to
be constructed using portable lightweight technology, which led us to Java2 and
to SOAP (World Wide Web Consortium, [13]) for the networking and mobility
of our experimental distributed evaluator. The latter choice was made because
SOAP (Simple Object Access Protocol) is claimed to be a lightweight object ex-
change protocol. Furthermore, SOAP is claimed to be deployable in all kinds of
network topologies (client-server, n-tier or peer-to-peer) (Snell et al., [7]). Unfor-
tunately this turned out to be untrue. The point of this paper lies in sharing our
experience with the SOAP technology and in arguing why we found SOAP to
be unsuitable in order to successfully finish our project. We explain why SOAP
is not suitable in a peer-to-peer setup with small devices without huge amounts
of memory and without fast processors.

In the following section, we explain a bit more about the mobile Pico ver-
sion in order to give the reader a good feeling of the flexibility we were after.
In section 3 we give an overview of the (sometimes hyped) arguments that led
us to the technological platform with which we tried to implement our inter-
preter. In section 4 we give a thorough overview and analysis of the problems
we encountered using this technology. Finally, section 5 concludes.

1 Note that this is much more expressive than weak mobility, which is about moving
“dead” code (cfr. Java Applets).

2 We often violated the“rules of good object-oriented practice” for efficiency reasons.
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2 Context

As explained our research is about new language concepts for programming
distributed and mobile systems in the context of AmI. We believe that current
distributed programming languages and middleware solutions (such as Java RMI
and CORBA) are too static to match the dynamicity encountered in open dis-
tributed environments. Therefore we designed a highly dynamic mobile object-
oriented extension of Pico as an alternative (De Meuter et al., [4]). It is not our
intent to present its features in detail, but because they influenced our design
decisions we briefly explain them in following subsections to give the reader a
basic feeling.

2.1 Remote Object Lookup

The first important aspect of our model is how objects find other objects in
the network. Given our setting (a heterogeneous, pervasive peer-to-peer envi-
ronment) we want a system to lookup objects as declaratively as possible. To
this extent, our remote object lookup is a distributed generalisation of the lobby
concept introduced in Self (Ungar and Smith, [10]). A lobby is an object that
denotes a set of processes. Each process can register itself in a lobby and can
request other members of a lobby. This is the way a process can lookup other
processes in our model. An object is made accessible to remote processes by
publishing it under a given name:

anObject.publish("alias");

To retrieve the remote reference to the service object from processA we can
write:

remoteObject : remoteProcess.alias;

2.2 Message Passing

Once we have referenced a remote object we may want to send messages to it.
Message sending between local and remote objects happens transparently and
is handled by a variation of wait-by-necessity (Caromel, [3]). When a message is
sent to a remote object, then it is invoked asynchronously (the sender does not
block until the message has been performed). The return value of such a remote
method invocation is an awaited object. When the remote object has received
the method call and has computed the result the awaited object becomes the
real object. The sending process will only wait when the awaited object is sent
a message and has not yet become the real result. Below is an example of the
remote message passing semantics:

result = remoteService.perform(aRequest); // does not wait
remoteObj.processResult(result); // does not wait
result.operation() // waits till ’result’ is a true object
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The first expression asynchronously sends the perform message to the
remoteService object and the variable result now contains an awaited object.
The second expression uses the reference to the result object as a parameter.
The third expression is a message that is sent to the result object. It is only
in the last expression that the process will block until the awaited object has
become the result that has been computed by the remoteService object.

2.3 Mobility

Issues such as partial failures and efficiency can be anticipated using object
mobility. In our language all objects understand the move message by default.
A move method can move any object graph up to a certain cut-off point to
any location. This way it is possible to both pull an object to your process
as well as to push it to another process. Strong mobility comes for free in our
language, because in Pic% the computational state of a process is first-class and
also represented as an object (which understands the move method). Below is
an example of object migration:

anObject.move(destination, pruningExpression);

The second parameter is a pruning expression that determines what part of
the object graph should migrate. Objects that are pruned away are replaced by
remote references to the objects that stayed behind on the source process.

3 Architecture and Implementation

Now that we have given a short overview of the distribution and mobility fea-
tures of Pic%, we can turn our attention to the experimental implementation
we built; the main topic of this paper. As already said, Pic% was implemented
in Java and the distribution and mobility layer of the interpreter was conceived
using SOAP. SOAP stands for Simple Object Access Protocol. It is presented as
a lightweight protocol intended for exchanging structured information in a de-
centralized, distributed environment (World Wide Web Consortium, [13]). The
protocol is independent from its protocol binding. HTTP is frequently used as
protocol binding, but others such as SMTP can be used as well. The content
of a SOAP message is written in XML (World Wide Web Consortium, [12]). A
SOAP message contains one main information element, the envelope which is
divided into several information subelements. The most important subelements
are header, body and fault information elements. The header specifies the exe-
cution directives (such as transaction information) of the message. The SOAP
body element is optional and contains application specific element information
items. A SOAP fault element provides a structured way to report various errors
that ocurred while processing a message.

One of the design goals of SOAP was the ability to encapsulate and exchange
remote procedure calls (RPC). This resulted in SOAP-RPC, a set of rules that
specify how a remote procedure call must be embedded in a SOAP envelope.
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Our implementation uses SOAP-RPC with HTTP as protocol binding to com-
municate between the different interpreters of our language. More information
on the structure of SOAP messages in the context of our application is given
later in this section.

The Apache Software Group developed a library called Apache-SOAP (The
Apache Software Foundation, [9]), which is considered to be a modern imple-
mentation of the SOAP specification. As said above, we used HTTP as proto-
col binding, which requires a special kind of HTTP server that supports Web
Services (often called an application server). In our experiments, we used the
Tomcat (The Apache Software Foundation, [8]) application server . This server
is then used by the Apache-SOAP library as the communication layer for the
implementation of the Web Service. In our case, the Web Service is a wrapped
Pic% interpreter whose methods are remotely invocable. Hence, one Pic% inter-
preter can “talk SOAP-RPC” (over an HTTP binding) to a Web Service that
encapsulates another Pic% interpreter. Figure 1 identifies these different large
components that are involved in the communication of two Pic% interpreters.

Fig. 1. Distribution Components involving SOAP

The following subsections give a more in-depth discussion of the implemen-
tation and the concrete setup of the experiment.

3.1 Implementation Choices

We wanted our language to be a medium for writing experimental, yet real
world applications. By this, we mean that experimental programs written in
Pic% should immediately work in the context of PDAs and mobile phones as
well as on traditional PC’s. Hence our choice for Java since a virtual machine
currently exists for all these platforms.
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Another important issue was which networking mechanism to choose from.
Although we were no experts in the field of networked objects, we documented
ourselves on several existing techniques that were available given the Java restric-
tion. Using documentation, such as a.o. (Snell et al., [7]), we made our decision
in favor of SOAP based on the following other arguments:

– Text-based protocol: Unlike most of the other available technologies (such as
Java RMI and CORBA) SOAP is text-based. This is as a matter of fact an
advantage as many of the binary protocols risk getting blocked by firewalls
that shield the several administrative domains in which most of the internet
is currently divided (Cardelli and Gordon, [2]).

– Independent of implementation language: The current implementation is
done in Java, as it is at this point the most promising platform available
for the platforms we target. Nevertheless we thought it would be an extra
benefit if we could later on write interpreters in other languages. SOAP will
allow us to communicate with interpreters written in other programming
languages. This was an important argument not to choose for Java RMI.

– Independent of transport layer: Nearly all current SOAP applications use the
HTTP protocol. Nevertheless, this is not compulsory so that we can change
this to transport protocols that are more oriented towards wireless protocols
like Bluetooth or WiFi in the very near future.

– Standardized communication support: SOAP enables remote procedure calls
which are a well known concept, understood by different packages for all
types of languages (World Wide Web Consortium, [13]).

– Extensible medium: Since we use XML to present our argument types, we
have a degree of flexibility which is harder to achieve using other technologies
which generate precompiled stubs.

– Simple: As the name SOAP (the ‘S’ of SOAP stands for simple) and doc-
umentation suggests (Snell et al., [7]), the usage of SOAP is claimed to be
simple.

In brief, we can say that the portability constraint led us to Java and that the
lightweight and simplicity constraints led us to SOAP. In the following sections,
we will explain how the Pic% language features explained in section 2 were
implemented using this technology.

3.2 Representing Processes

As explained in section 2 a Pic% process can be registered in a lobby, so that
it becomes accessible for other Pic% processes. In Java such a Pic% process
is represented as an instance of ProcessServer. The public interface of such a
ProcessServer consists of the set of methods making up the Web Service encap-
sulating a Pic% process. Hence, a ProcessServer class implements all methods
necessary for interprocess communication. The ProcessServer Web Service is
an object which is “deployed” on the application server through a so-called
deployment descriptor. Such deployment descriptors are XML files containing
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several configuration parameters for the service such as a unique identifier, the
object’s class, the set of invocable methods and so on.

As for Apache-SOAP, it was designed in such a way that its Web Services are
indistinguishable from ‘normal’ Java classes at the source code level. This means
that one does not need to write a single line of code to promote a Java object to a
Web Service. All necessary information must be given in a deployment descriptor
and Apache-SOAP will take it from there. When a web server receives an HTTP
POST request carrying a SOAP call, it will automatically deserialize arguments
into Java objects, call our ordinary Java method and respond by serializing the
return value of the method.

3.3 Remote Object Lookup

When the programmer accesses the public fields of a process object (like in
section 2.1 when we execute remoteProcess.alias to lookup the published
object), we construct a SOAP call to the underlying remote ProcessServer
object. The requesting process spawns a new Java Thread which is going to
perform the SOAP-RPC call. The return value is an awaited object (Caromel,
[3]) that will eventually become a proxy to the requested object. This reflects
the implementation of what was described in section 2.2.

Shown below is the actual message sent by the call Thread when processB
is requesting a public object called alias residing on processA. Default SOAP
and XML namespaces are replaced by an ellipsis because the messages otherwise
become too verbose.

<?xml version=’1.0’ encoding=’UTF-8’?>
<SOAP-ENV:Envelope xmlns:SOAP-ENV="..."

xmlns:xsi="..."
xmlns:xsd="...">

<SOAP-ENV:Body>

<ns1:getPublicObject xmlns:ns1="processA"
SOAP-ENV:encodingStyle="...">

<name xsi:type="xsd:string">alias</name>
<sender xmlns:ns2="..."

xsi:type="ns2:ProcessId">
<processId xsi:type="xsd:string">processB</processId>
<processURL xsi:type="ns2:java.net.URL">
<value xsi:type="xsd:string">URL to B</value>

</processURL>
</sender>

</ns1:getPublicObject>
</SOAP-ENV:Body>

</SOAP-ENV:Envelope>

The SOAP call contains name and sender attributes, which contain respec-
tively the alias of the remote object we want to get a reference to and the re-
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questing process identification. This process is identified by a pair (name, url)
that uniquely identifies a process. The SOAP message below is the content of
the HTTP response:

<?xml version=’1.0’ encoding=’UTF-8’?>
<SOAP-ENV:Envelope xmlns:SOAP-ENV="..."

xmlns:xsi="..."
xmlns:xsd="...">

<SOAP-ENV:Body>
<ns1:getPublicObjectResponse xmlns:ns1="processA"

SOAP-ENV:encodingStyle="...">
<return xmlns:ns2="urn:picoo.vub.ac.be"

xsi:type="ns2:RemoteObject">
<!-- serialized version of a RemoteObject -->

</return>
</ns1:getPublicObjectResponse>

</SOAP-ENV:Body>
</SOAP-ENV:Envelope>

The method returns successfully and sends the public object to the requesting
process. Even though the serialized representation of the proxy is omitted, we
have printed the XML messages here in order to illustrate the amount of data
that is actually sent over the network.

3.4 Message Passing

Recall that our programming model specifies messages to remote objects to
be sent asynchronously, but always immediately return an awaited value which
still might have to become its actual value. Nevertheless, in the implementation
we resorted to a well-established encoding of synchronous SOAP-RPC calls. As
illustrated in the above code, for the remote object lookup this problem was
solved using a call thread. We cannot apply this scheme to implement message
passing, however, because messages sent to remote objects are not handled by the
remote process immediately. Instead, the remote process schedules such messages
in a queue and handles them whenever computing resources are available. We
therefore model asynchronicity of remote messages explicitly by using a callback
mechanism. As an example, consider the evaluation of remoteObj.m(x) from
within processA, where remoteObj represents an object on a remote process,
say processB. The evaluator on processA will first perform a SOAP-RPC call
to processB to initiate the computation of the message send, supplying a return
address as an extra argument.

processA maintains a mapping of return addresses onto AwaitedObjects
that still have to become their real value. Thus, the return address is an identifier
for some awaited object which needs to be “replaced” by the function’s return
value when it is computed. Given this information, processB can schedule the
request in its queue. When the request is eventually evaluated, the return value
of the function needs to be sent back explicitly to the caller.
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In short, message passing is made asynchronous by using two synchronous
SOAP-RPC calls, one to signal a remote method invocation, the other to return
the result.

4 Experiment Results

Throughout the development of the Pic% interpreter, we encountered several
weaknesses relating both to the concepts underlying SOAP as well as to the
specific libraries we used. This section discusses these problems. In our argument
we clearly make the distinction between problems inherent to SOAP and those
one might encounter when applying the model using contemporary technology.
The latter problems are also important since the software we used is a reflection
of the technological state of the art of the field. A developer choosing to use
SOAP can be confronted with its technical issues just as likely as its conceptual
issues.

4.1 The Client-Server Model

The first problem basically boils down to the fact that SOAP is claimed to be
applicable in any distribution topology including client-server applications and
peer-to-peer. This turns out not to be the case.

Conceptual problems Usually, SOAP provides “service objects” that perform a
potentially complex operation, for relatively simple clients. This can indeed be
observed by looking at most programs that currently use SOAP. A prototypical
example of the usage of SOAP in internet environments is a web service offer-
ing the latest stock exchange information. This means there is one heavyweight
service object, containing a database of stock quotes of a given stock exchange,
updated on a regular basis. Lightweight clients can then query for the stock
quote of a company, e.g. using a company’s ticker tape symbol. Other concrete
examples include Amazon’s 3 SOAP interface for retrieving product information
and Google’s 4 SOAP interface for retrieving search results. In all these cases
the topology is basically client-server with heavyweight servers and lightweight
clients. This is not a coincidence. Its (essentially service-based) design, clearly
reveals that SOAP was basically designed to offer ’fat’ services that perform
tasks for ’thin’ clients rather than for a truly interoperating set of collabora-
tive entities. Such a setup, which should clearly be our aim given our context
of communicating interpreters, requires an architecture that SOAP apparently
cannot offer, despite its promising claims. After all, in our setting, SOAP forces
every Pic% interpreter to be a (heavy) web service, since each interpreter must
be able to act both as a server and as a client. This is too heavyweight a setup
for our purposes. The technology is inherently too complex in order to run on
small devices with limited computing power.
3 http://www.amazon.com/webservices
4 http://www.google.com/apis
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Technological problems In the Apache-SOAP library, the most natural way to
write a distributed application is by using HTTP as protocol-binding. This
automatically implies a client-server architecture and that each embedded de-
vice needs to run an application server. Another possibility is to use SMTP as
protocol-binding which would worsen the situation because we would need to
run both an SMTP and a POP server.

The cost of the innate client-server architecture is further aggravated by
the fact that Java objects which act as a SOAP service must be deployed on
an application server, like Apache Tomcat. The application server runs a Web
Service, which unfolds the HTTP requests and passes them on to the SOAP
layer. Hence, before communication between two computer nodes can occur we
have to pass through three layers:

1. the application that needs to communicate (a Pic% interpreter) has to pass
communication through the web service.

2. the web service on its turn has to interact with the application server.
3. the application server has to interact with the low level communication lay-

ers, such as TCP/IP.

This need for layers immediately presents performance problems of using SOAP
in the context of lightweight mobile machines, which do not always have the com-
puting power to run an application server with deployed web services listening
for incoming HTTP requests.

4.2 XML Serialization

The second problem basically boils down to the fact that XML is not very well
suited for encoding object graphs to be transported over a network.

Conceptual problems Choosing SOAP as a communication medium between
components implies using XML to encode the data being communicated. Us-
ing XML has the obvious advantage of ensuring portability across platforms and
languages. One could use a proprietary protocol and wrap this data in an XML
message, but this would nullify the reasons for using XML or even SOAP in
the first place. Converting objects to another representation for the purposes of
storing them on disk or sending them over a wire is called serialization (also
called pickling or marshalling). Using XML for this in our context implies that
we have to be able to represent any first-class value of our programming language
in XML, as any such value can be transported over a wire to another interpreter
We thus faced the problem of having to serialize any Pic% value (such as a
number, a function, an array of strings, the runtime stack, . . . ) to XML. This is
more problematic than one would imagine at first sight.

First, Pic% objects, like most objects in other object-oriented languages, ba-
sically consist of data fields and methods, more generally known as slots. Since
objects can contain other objects in their slots, objects and other values are
connected with each other in a graph-like manner (a so-called object graph). Of
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course, this object graph may contain cycles, meaning there are objects point-
ing (directly or indirectly) to themselves. A serialization algorithm should be
able to cope with such cases. Unfortunately, XML is designed to describe tree
structures. Graph structures, however, are more complex and require the use
of “pointers” to avoid the duplication of graph nodes. Serializing such object
graph results in pretty complex, but – more importantly – in very large XML
files. We have experienced more than a factor 10 when going from a pointer
representation to an XML representation.

But the situation is even worse. One must make sure that, when reconstruct-
ing an object graph from the XML representation on the receiver side (called
deserializing an object), object identity is maintained. As an example, con-
sider an object o having two slots, one containing some value v1, and the other
containing a value v2. If v1 == v2 before o is sent over the network, then it
should hold that v1′ == v2′, given that v1′ and v2′ are the reconstructed ver-
sions of v1 and v2. In general, any two objects pointing to the same object before
serialization should also point to the same object after deserialization. This re-
quires a complex encoding of ‘pointers’ in the XML files sent around. But apart
from the complexity it also poses some serious conceptual problems. An object
that reaches a process in two different ways should still be equal to itself. This
requires an encoding of pointers in XML that is ‘globally consistent’ over differ-
ent machines. Assuring this global consistency actually means implementing a
distributed memory management system in XML!

Technological problems The Apache SOAP library was very minimal in its sup-
port for serializing Java objects to XML. Therefore, we had to write our own
serialization algorithm capable of safely (i. e. avoiding aforementioned pitfalls)
transporting any Pic% object graph across the network.

Apache-SOAP provides standard serializers to map primitive Java types and
Arrays, Maps, Dates etc. into XML using standard SOAP encoding (see World
Wide Web Consortium ([13]), section 5). It also provides the necessary deserial-
izers to transform the XML back into the proper Java objects. However, when
(de)serializing arbitrary Java classes, things get more difficult. Apache-SOAP
provides a generic BeanSerializer capable of (de)serializing arbitrary Javabeans.
This serializer was impractical for us to use for a number of reasons:

– Our implementation classes do not adhere to the Bean model in that we
do not allow (for security reasons) all instance variables of our classes to be
accessed or changed by accessor or mutator methods, and that we do not
want to provide no-args constructors for them. Writing accessors for every
instance variable would break encapsulation of Pic% objects. In a mobile
context this kind of security breaching is totally unacceptable.

– Since we have knowledge of the structure of the classes that we serialize, a
dedicated (de)serializer would outperform the generic Bean serializer.

– Some Pic% objects require special serialization to preserve object identity.
Other objects can be singletons, requiring the deserializer to return just the
existing singleton instance instead of creating a new one.
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Because of all these technical problems, we ended up writing a serializer capa-
ble of (de)serializing specific Pic% interpreter objects. Dedicated (de)serializers
were written for Pic% objects that required special (de)serialization needs. This
serializer maintains object identity and handles circular structures. Although
not impossible, all this code put extra burden on the machinery it is supposed
to run. This was no longer adequate in the context of the lightweight devices we
are targeting.

4.3 XML and Typing

Another issue in the transformation between object graphs and XML documents
in a statically typed language like Java are typing problems. Unfortunately,
Apache SOAP bases its serialization on static types as specified in method sig-
natures. Of course, in an object-oriented setup that uses inheritance, serialization
should logically be performed on dynamic types since one wants the ‘real’ object
to be serialized and not only the part indicated by the static (abstract) type it is
assigned at that particular moment. When Apache SOAP wants to serialize an
object, it retrieves an associated serializer for such objects based on the static
type of the variable in which it resides. We therefore explicitly had to override
framework methods to circumvent this strategy and to retrieve serializers based
on the dynamic type. This is necessary since e.g. many methods in our language
implementation operate on abstract classes. One cannot write serializers for such
abstract classes. Moreover, subclasses may require special serialization behaviour
which cannot be expressed at the level of the superclass.

4.4 Performance Issues

Last, but not least, as already suggested a few times, SOAP (and XML) suffers
from some serious performance problems.

Conceptual problems Using SOAP in our setting gives rise to two performance
bottlenecks. The first is the limited amount of bandwidth usually available for
communication between small mobile devices. To circumvent this drawback,
small-size messages and data representation are essential. But, obviously, XML is
not a very compact data description language. As already indicated, we observed
a factor 10 difference between a tree and its XML representation.

Another drawback of SOAP is that the use of XML leads to speed perfor-
mance penalties both due to the construction of XML documents and due to
parsing them back to object graphs upon reception. In the first part, a lot of
verbose information has to be written to the XML document which would not be
included in a binary serialization. Concerning the second part, parsing XML is a
costly operation. Indeed, apart from the program logic that actually deserializes
the flattened object graph, there is also a lot of parsing code active that is merely
about XML parsing. Actually, XML puts an extra ’parsing indirection’ between
the object graph representation and its flattened representation. The point here
is that SOAP’s use of XML implies generality and thus a larger overhead in
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parsing. This imposes a significant performance bottleneck on SOAP message
reception. Thus, binary protocols outperform XML not only in size but also in
speed. Lightweight devices like cellular phones will probably not be able to cope
with such costly operations when large object-graphs are transmitted.

Technological problems Apart from these conceptual problems presented ab-
stractly, we can shed some light on the concrete difficulties we encountered in
our implementation. In the following, we show that the size and overhead asso-
ciated with the XML representation of Pic% objects is really substantial.

When transmitting Pic% values, every node in the XML structure requires:

– an xsi:type element denoting the dynamic Java type of the serialized ob-
ject, qualified by an XML namespace denoting the encoding style used.

– a picooId element uniquely identifies a given XML part. It acts as an address
to which one can refer later on in the XML document in the case of multiple
references. This was already explained in section 4.2.

The following XML excerpt shows part(!) of a SOAP body, representing a
serialized version of the Pic% function f():void. This is about the simplest
function we can write in Pic% as it is a function without arguments that always
returns the void value, Pic%’s null-value. The generated XML is incredibly
verbose:

...
<argument xsi:type="ns2:edu.vub.picoo.grammar.AGFunction">
<_picooId_ id="1"/>
<name_ xsi:type="ns2:edu.vub.picoo.grammar.AGText">
<_picooId_ id="2"/>
<text xsi:type="xsd:string">f</text>

</name>
<parameters xsi:type="ns2:edu.vub.picoo.grammar.AGTable">
<_picooId_ id="3"/>
<table xmlns:ns3="http://schemas.xmlsoap.org/soap/encoding/"

xsi:type="ns3:Array"
ns3:arrayType="ns2:edu.vub.picoo.grammar.PicoValue[0]">

</table>
</parameters>
<body xsi:type="ns2:edu.vub.picoo.grammar.AGVoid">
<_picooId_ id="4"/>

</body>
</argument>
...

Although we have not performed any scientifically founded measurements,
one has to admit that the amount of data actually transmitted is tremendous
compared to the simplicity of the Pic% function. As good as all experiments we
conducted seem to indicate that, in general, an XML representation is at least
10 times bigger than the corresponding binary representation.
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5 Conclusion

The long term goal of our research is to design small and conceptually clean pro-
gramming language features that are dedicated to the construction of distributed
and strong mobile systems in the context of Ambient Intelligence. Having estab-
lished an initial design of a language, our experimental vision on language design
demanded us to construct an experimental interpreter for it as soon as possible.
Even though we were willing to make some performance sacrifices as a trade-off
for portability and simplicity, we wanted our implementation to be really usable
on small mobile devices. Although we do not claim to be experts in middleware
technology, the available (commercial) literature led us to using Java and SOAP.
Unfortunately, SOAP did not prove to be suitable in this context due to its in-
herent client-server architecture which requires deploying program classes on a
separate web server, and due to the inherent weaknesses of XML when it comes
to performance and expressivity. In the context of our restrictions we cannot
help but conclude that SOAP is not only a simple but also a simplistic object
access protocol.
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Abstract. In the past few years, the multi-agent systems (MAS) area
has presented an accelerated growth. New techniques and tools are con-
stantly being proposed and several methodologies have been published to
support the development of MAS. Most of these methodologies concen-
trate on the system analysis phase, giving almost no support for MAS im-
plementation. Since agents can be seen as sort of specialized distributed
components, in this paper we propose an agent deployment model based
on the CORBA Component Model. We also describe a case study to
show the potential of an agent-based application development using this
model.

1 Introduction

The term large-scale application applies to a class of applications that perform
important business functions, such as automating key business processes. Usu-
ally, a large-scale application is distributed and is composed of several parts
implemented with different types of technologies.

Multi-agent systems (MAS) development has promoted new ways of build-
ing large-scale applications that foster features such as autonomy, modularity,
openness and distribution [8]. Software agents offer great promise as an abstrac-
tion that can be used by developers as a way to understand, model and develop
software that operates in adaptive, flexible, large-scale environments [23].

Agent-oriented software design and programming [15] decomposes large dis-
tributed systems into autonomous agents, each driven by its goals. This decom-
position is done with specification languages such as AUML [13], MESSAGE
[3], AORUML [21], ANote [4] and MAS-ML [16] and it helps developers create
a set of agents that collaborate among themselves, using structured high-level
messages to achieve the system’s goals.
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After modeling a multi-agent system, developers face the challenges of im-
plementing it. Despite the evolution of new platforms such as [2], [18], [20],
currently there is no widely accepted agent-oriented language or architecture
to support agent-based software development. Thus developers need to look for
other ways to transform an agent system specification into a concrete robust
implementation.

Software components show much promise at satisfying the demands of in-
herent modularity on which agents need to be added and recombined to form
new applications. Moreover, component middleware, such as the CORBA Com-
ponent Model (CCM) [11], J2EE [17] and emerging web services middleware,
e.g. .NET [10], have shown great potential for the development of improved
component-based solutions.

Agent-oriented software development can extend the conventional component
development, offering more flexibility, less design and implementation time and
less coupling between agents [9]. In fact, an agent can be seen as a complex
component, composed of several simpler ones.

In this paper, we address some of the above issues and our work in progress
on creating an implementation model to build scalable, large-scale, distributed
agent systems using a component model. The rest of the paper is structured
as follows. We begin with a review of components, middleware and how they
impact on agent-based development. Section 3 describes the CCM in more detail.
Section 4 presents a brief description of the proposed Agent Deployment Model.
Section 5 presents a sample case study. Section 6 discusses some related work.
We conclude in Section 7.

2 Components, Middleware, and Agents

A software component is defined as a self-contained, customizable and large-
grain building block for (possibly distributed) application systems [19]. Some of
the common characteristics of components are their ability to communicate by
sending and receiving messages, the possibility of having multiple components
of the same type in a system, and the description of their state consisting of
attributes and other aggregated components [22].

Middleware is reusable software that resides between the applications and
the underlying operating systems, network protocol stacks and hardware [14].
It works as a bridge between application programs and the basic lower-level
hardware and software infrastructure that deals with how the parts of these
applications are connected and interoperate.

From the development point of view, a middleware decouples application-
specific functionality from the inherent complexities of the infrastructure. Thus
it enables developers to concentrate on programming application-specific func-
tionality instead of being concerned about low-level infrastructure problems.
Several technologies, such as CORBA, .NET and J2EE, emerged to decrease the
complexities associated with developing distributed large-scale software. Their
successes have been a key factor to the spread of the middleware paradigm.



236 Fabio Melo et al.

An agent, like a component, is a high-level abstraction. Agents have been
used by software developers as a new way to understand, model, and develop
software that operates in dynamic, open, and often unpredictable environments
[23].

Components and middleware can be used to develop agent-oriented software.
Some advantages [9] include:

– Loose coupling since components are not built assuming the existence of
other components, as it must be with agents. Dynamic registration and dis-
covery by name and features, and the loose coupling offer a greater degree of
independent development. For example, agents can be loaded and activated
while the system is running.

– Components offer services that are invoked by messages. Agents also re-
spond to messages and offer services. Thus, agent infrastructures can be
built over current component standard infrastructures such as J2EE, .NET
and CORBA.

– Techniques of component coordination can be used to choreograph a society
of agents. These include workflow and contracts for agent action execution
and delegation or multi-agent system management.

3 The CORBA Component Model

CORBA Component Model (CCM) is a server-side component model for build-
ing and deploying CORBA applications. It uses accepted design patterns and
facilitates their usage, enabling a large amount of code to be generated and al-
lows system services to be implemented by the container provider rather than
the application developer.

CCM introduces the concept of component and the definition of a compre-
hensive set of interfaces and techniques for specifying implementation, packaging
and deployment of components [1]. A component is a basic meta-type in CORBA
that is an extension and specialization of the object meta-type [12]. As seen in
Fig. 1, components support four kinds of ports through which clients and other
elements of an application may interact: facets, receptacles, event sinks and event
sources. They also support attributes, which represent their properties.

Facets are the interfaces that the component exposes. Facets are object refer-
ences for the many different interfaces a component may support. The component
has a main reference and may have many facets, supporting distinct interfaces
and representing new references. It is possible to navigate from the component’s
main reference to a facet’s reference and vice-versa.

Component systems contain many components that work together to pro-
vide the client functionality. The relationship between components is called a
connection and the conceptual point of connection is called a receptacle. The
receptacle allows a component to declare its dependency to an object reference
that it must use. Receptacles provide the mechanics to specify interfaces required
for a component to function correctly.
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Fig. 1. CORBA component.

CCM also provides a publish-subscribe event mechanism that allows com-
ponents to work with each other without being tightly linked. A component is
an event source when it declares its interest in publishing or emitting an event.
The difference between publishing and emitting is that a publisher can send
events to multiple destinations (consumers), while an emitter has only one event
consumer.

Other components become subscribers or consumers of those events by declar-
ing an event sink. Components that want to be notified when a certain event
occurs must connect its event sink to the event source of the component where
the event might occur. When the event is generated, the component notifies all
components that connected to its event source.

4 The Agent Deployment Model

In a multi-agent system, an agent is an active entity that, in some point of
the system execution, may do activities, respond to some events, and generate
some new events. The Agent Deployment Model (ADM) we propose combines
component and middleware technologies for the development of agent-based sys-
tems. The ADM describes an agent similar to a CORBA component defined in
the CCM. The model (see Fig. 2) shows a generic agent composed of two basic
components: core and plan.

An agent is an entity. Thus it needs an identity and a self-representation
on the system. The ADM core component is responsible for being the body of
the agent. It has an interface that holds the main reference of the agent in the
system and it also stores the agent’s attributes. The core component keeps track
of the agent current state and it is accountable for the agent’s reasoning, i.e.
for properly handling message receiving, message sending and plan management
(start, stop, resume, cancel, etc.).
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Fig. 2. The agent deployment model (ADM).

An agent does activities. The activities of an agent are carried out by their
action plans. Therefore, the set of action plans describes the agent dynamic be-
havior. The ADM plan component is responsible for representing the agent’s ac-
tion plans. A plan component is accessed by an agent (core component) through
receptacles. When something (a service) is required from an agent, it must exe-
cute at least one action plan, i.e. instantiate a plan component, to deliver it.

An agent responds to some events and generates some new ones. In other
words, an agent is a highly interactive entity. It interacts with its environment
and with other agents to perform its activities. In ADM, the interfaces through
which an agent sends and receives events are event senders and event sinks. They
are particularly fit to manage agent messages since conversations between agents
are usually asynchronous. There must be an event sender for any message an
agent has to send (from the system specification). Likewise, there must be an
event receiver for every message an agent has to receive.

The ADM offers a model for a single agent. However, multi-agent systems
may gather several agents that can be grouped in organizations. An organiza-
tion defines a boundary around a set of agents, delimiting the set of services it
provides. In ADM, an organization is implemented the same way as an agent,
i.e. with a core component that identifies the organization in the system. An or-
ganization has a receptacle for each agent it encompasses, allowing the dynamic
registration of agents in the organization. The communication between agents
inside an organization is done through the message senders and receiver of the
agents. When an agent has to communicate with an agent that is in another or-
ganization, the messages must also go through the message senders and receiver
of the organizations.

In a multi-agent system, there are other kinds of entities that do not have
active behavior. These are the system resources (non-agent artifacts) that en-
compass and operate data or information on their own. Examples of resources are
databases and objects, and they are part of the system ontology, i.e. concepts
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that form the agent knowledge about the system. In ADM, resources do not
have a particular way to be implemented. They should be developed as simple
components that will be used by agent components.

The ADM relies on the CCM in a pretty straightforward way. The component
and its reference are suitable to represent the core and the identity of an agent.
Developing action plans as components allows for the reuse of agent functionality.
If a multi-agent system requires two or more agents to provide a same service, the
developer does not need to write code again. The developer deploys an action
plan component and configures the receptacles of the core components of the
agents that will deliver the service to that component. This also allows for agent
evolution and adaptation. If an agent evolves or adapts, it can dynamically add,
change or remove action plans from its plan component library.

The publish-subscribe model of communication allows for the use of any agent
communication language. Developing the agent as a set of components also eases
the question of learning other communication languages. For instance, if an agent
currently understands a message in a format A and it needs to understand a new
format B, it will be necessary to add a new component for format B to the agent.

ADM also benefits from the CCM in the architecture of the agent system
solution. Since ADM does not classify nor offer predefined agents, it does not
come with administrative, matchmakers or yellow pages agents. Administrative
functions such as agent registration and discovery are directly dealt with by the
middleware infrastructure since components already need to register and find
themselves. This diminishes the administrative load the developers put on the
system agents. Also, the developers only have to build agents that are related
to the application solution.

The CCM brings other advantages to ADM as an infrastructure for agent
systems. The CCM defines features and services in a standard environment, en-
abling the implementation, management, configuration and deployment of com-
ponents that integrate with commonly used CORBA services. These server-side
services add other facilities to agent-based applications, including transactions,
security, persistence and events.

5 Implementing a MAS Using ADM

In order to better understand the ADM approach, this section describes a case
study based on a marketplace application. The functionality required for this
example can be described as follows. The application defines a model structured
trading of products. During its lifecycle, a negotiated product typically goes
through a number of states. Initially, the product has to be announced by sell-
ers, waiting to be traded. Buyers check the announcements to find out if there
are products they want acquire available in the marketplace. If so, every buyer
potentially interested in a product can make an offer on it. Additionally, buy-
ers can form groups to make an offer on a larger quantity of the product. The
seller analyzes each offer, starting negotiation rounds with buyers. A negotiation
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round can lead to both successful (trade operation accomplished) or unsuccessful
(trade not done) states.

This application was modeled using ANote [4] to define the system’s goals and
the agents that would carry out those goals. With ANote the designer captures
and analyzes the intentions of the stakeholder, modeling them as goals, which
eventually lead to the functional requirements of the system. These functional
requirements are further detailed using scenarios so that the designer can define
the actors in the system, i.e. the agents, and the social dependencies among these
actors, including action plans, actions, interactions and resources.

For the case study, the modeling phase depicted three classes of agents: sellers,
buyers and managers. Sellers announce and trade products for selling, buyers
search, form groups and trade products for buying and managers manage groups
of buyers. Those are their goals in the multi-agent system. Each agent has action
plans to accomplish those goals. Moreover, the agents interact and manipulate
resources such as products, announcements and groups.

Every agent class must be described as a specialization of the ADM core
component. For instance, a buyer agent will have a core component that will have
its identity (facet), a holder for its plans (receptacles) and its communication
features (event senders and sinks). The agent’s action plans are specializations
of the ADM plan component. Each agent action plan must have a receptacle
to store the reference to the agent (core component) that can perform it in the
system, see Fig. 3.

Fig. 3. The buyer agent in ADM.

Interactions between agents are carried out by messages. Messages are mapped
to an event called Message. In the case study, this event was structured accord-
ing to the definition proposed by FIPA-ACL [6], [7]. A Message event contains
all the message data. A message is transmitted when the sender agent notifies
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the receiver agent that a Message event has occurred. These notifications are
made through the event source and sink ports. The Message event is passed as
a parameter of this notification, see Fig. 4.

Fig. 4. A message in ADM.

It is also necessary to develop the resources (the non-agent artifacts) that are
present in the multi-agent application. These resources are mapped to CORBA
interfaces or structs. The mapping is based on one simple rule. If the resource
presents data and behavior, it is mapped to a CORBA interface. Behaviors are
mapped to operations and the data are mapped to interface attributes. On the
other hand, if the resource works only as a data repository and it does not have
specific behavior, it is mapped to a struct, where its attributes represent the
element’s data.

In the case study, resources include products, proposals and advertisements.
For instance, a proposal holds attributes such as the product, its type, the quan-
tity to be negotiated and the total price. The proposal was mapped to a struct
because it did not need operations; it only needed to store data.

To develop the system organization, it is necessary to create another compo-
nent to hold the references of the organization members, i.e. agents. In the case
study, a MarketPlace core component was created to define the organization of
sellers, buyers and manager agents (Fig. 5).

The modeling process identified aspects that are strongly connected to the
ADM features. For example, action plans are directly mapped to plan com-
ponents in ADM, and interactions are mapped to messages in event sources
and sinks. Agents, goals, interactions, and plans are generally relevant to model
multi-agent systems and thus they are specified not only by ANote but also
by other agent-oriented analysis and design methodologies. Therefore, modeling
these aspects of multi-agent systems as directly as possible can significantly favor
the ADM characteristics such as ease of usage and reusability.
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Fig. 5. An organization in ADM.

5.1 Some Implementation

In this section we show some code templates to illustrate (partially) how the
ADM would implement a multi-agent system. An agent is initially implemented
with a core component that implements a basic IAgent interface in the ADM.
The IAgent interface creates all the features responsible for the agent lifecycle
such as start up, plan instantiation and message dispatching. So, the ADM core
component is implemented as a template that defines that an agent can perform
a set of action plans and it can publish and consume messages.

interface IAgent {
agent_name get_name ();
void send_msg (in Message msg);
IPlan get_plan (in string plan_name) raises (PlanNotFound);
void start_agent ();

};
component Agent {
/* Agent plans */
uses multiple IPlan plans;

/* Agent interaction */
publishes Message emitter;
consumes Message receptor;

};

An agent action plan is implemented by extending a plan component that
implements a basic IPlan interface in the ADM. The IPlan interface is a defi-
nition of the plan method that will actually execute the action plan. The plan
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component must have a reference for the core component of all the agents that
perform the action plan it implements.

interface IPlan {
AnySeq execute_plan (in AnySeq param);

};
component Plan supports IPlan {
};
component Buyer_Plan : Plan {
/* Reference to Buyer agent receptacle */
uses IBuyerAgent agent;
...

};

From the case study, the buyer agent looks like the following.

interface IBuyerAgent : IAgent {
...

};
component BuyerAgent : Agent supports IBuyerAgent {
... /* logic for BuyerAgent */

};

A message is implemented as an event type in the ADM. In the case study,
the event type conforms to the FIPA ACL message. Thus, it defines all the parts
of an ACL message, such as performative, sender and receiver. The ADM does
not make any assumptions about the message format the multi-agent system
will use, i.e. a system can use message implementations other than the FIPA
ACL. This is a development decision.

eventtype Message {
/* Conforms to FIPA ACL (from the Case Study) */
public string performative;
public string sender;
public string receiver;
public string reply_to;
public string content;
... /* other FIPA ACL attributes */

};

Finally, the resources should also be implemented. In the case study, the
proposal resource was implemented as a struct.

struct Proposal {
string proposal_type;
string product;
float price;

};



244 Fabio Melo et al.

6 Related Work

Several agent-based infrastructures have been proposed and, also, a number of
techniques for building agents based on these infrastructures have been devel-
oped. Sycara and her group have developed RETSINA [18], a MAS infrastructure
composed of a set of services and conventions that allow agents to interoperate.
It provides a layered model in which its various components, such as a Com-
munication Infrastructure, are organized. So, in RETSINA, the components are
part of the platform, which is different from the ADM - the components build
the agents, and the platform is the component middleware. This does not allow
the easy reuse of components of agents such as action plans.

The RETSINA infrastructure supplies a MAS Management Service to pro-
vide agent registration and discovery. In ADM, this is done directly by the
component middleware, requiring no extra programming effort. RETSINA also
deals with agent security, a major issue in mobile agents. In ADM this is also left
to the component middleware; however, since the used component middleware
(CORBA) is not meant for agents, some security issues such as authenticity are
not present in ADM.

ZEUS [2] is a toolkit for constructing collaborative multi-agent applications.
The ZEUS toolkit consists of a set of components that can be categorized into
three functional groups (or libraries): an agent component library, an agent build-
ing tool and a suite of utility agents comprising nameserver, facilitator and vi-
sualize agents.

The component library is composed of planning, communication, social in-
teraction, data structures and user interface components. Planning, communi-
cation and social interaction components are also supported by ADM. However,
the ZEUS toolkit is not open, not offering support for the maintenance, change
and addition of these components. For instance, ZEUS offers scheduling and co-
ordination engine components, but a developer can only use those provided by
the toolkit.

JADE (Java Agent Development Framework) [20] is a software development
framework aimed at developing multi-agent systems and applications conforming
to FIPA standards for intelligent agents. It includes two main products: a FIPA-
compliant agent platform and a package to develop Java agents. JADE has two
main components: Agent and Behavior. The Agent component is the class that
must be extended by application programmers to create agents, a mechanism
similar to ADM. The Behavior components implement the tasks, or intentions, of
an agent. They are logical activity units, similar to the ADM plan components,
that can be composed in various ways to achieve complex execution patterns
and that can be concurrently executed. However, JADE offers a limited set of
Behavior components, reducing the reuse potential, such as ZEUS.

Unlike these works, ADM does not make any platform classification of compo-
nents (e.g. communication, interaction). It only classifies components into agent
capabilities so that these components can be more easily reused in different
agent-based systems. Also, ADM does not classify agents (e.g. nameserver, fa-
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cilitator). The idea is that specific agents developed using the component model
build an agent library in order to create an agent reuse repository.

Another issue is the communication language. All the above works use only
languages based on FIPA ACL, such as KQML [5], for agent communication.
This feature is bound to the platform. In ADM, agent communication is done
through a publish-subscribe mechanism. It does not predefine any agent com-
munication language. This allows for extensibility, since other languages can be
used, and reuse, since a component that deals with a language can be reused in
other MAS that utilize this language.

7 Conclusion

We have presented a deployment model for multi-agent systems in terms of com-
ponents. We have defined and implemented a set of components and illustrated,
with an example, how they can be used to support the implementation of MAS.
Using the model, we help to manage the complexity of MAS specifications, pro-
moting agent reuse, and providing a simple, operational way of showing how
the component technology relates to agent-based development. Using compo-
nents to develop agents we help developers make an explicit correlation between
domain-specific or general assumptions in agent specifications to an implemen-
tation model.

The model allows for the development of single agents and a way for them
to work together. It provides a way to implement agent capabilities - core, ac-
tion plans and interaction. Moreover, since it is based on a standard component
middleware, it can take advantage of all middleware services, such as location
services, security mechanisms, communication platform, and deployment tools,
and it provides a better interoperability of MAS applications with legacy com-
ponents.

In addition to a mapping model of a MAS specification to a standard deploy-
ment and implementation infrastructure, our work also provides an evaluation of
the CCM’ applicability, since it uses this infrastructure to support abstractions
different from the ones CCM was originally designed to support.

One direction for future work is to study how MAS specification languages
and methods can be integrated into our approach. Use of a variety of languages
for describing agent capabilities and system specifications should show us how
to improve the current model. Another direction is that of experimenting with
component platforms other than CORBA.

Finally, to help make multi-agent technologies adoption happen, there is
a need to build agent platforms, models and implementation toolkits to ease
the generation of individual agents and multi-agent systems. Components have
proven to be a good technique for bridging the gap between agent specifications
and agent implementations. We believe an important direction of future work
should focus on building mechanisms to provide feedback to system designers
about the implementation’s world. It would be very desirable to automate the
construction of some components of the agent system from synthesized agent
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models. This can allow designers to gain more insight into the specification and
to show its impact in the actual system construction.
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